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Chapter 1

Introduction & Key concepts

In this module, we will study in depth the Frequen-
tist and Bayesian approaches to statistical inference.

The goal of this module is to give you the funda-
mental theoretical toolbox relevant to a professional
statistician / data scientist / data analyst.

Outline

. Introduction & Key concepts

. Point estimation (Frequentist)

. Hypothesis testing (Frequentist)

. The Delta-method (Frequentist)

Introduction to Bayesian statistics (Bayesian)
The case of categorical data (Bayesian)

. The case of normal data (Bayesian)

0 O Ot e W N e

. An introduction to sample-based Bayesian infer-
ence using Markov Chain Monte Carlo (MCMC)
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Statistical inference: the science of how to in-
fer the parameters of a statistical model given ob-
served data (that we assume were generated) from
this model.

Example Given the lifetimes of 100 identical light-
bulbs, estimate the average/median lifetime and/or
lifetime distribution of a lightbulb.

Fundamental information for inference:

Probability model:

A model describing the type of random behaviour
the system considered has. In other words, the model
tells us how the data may have been generated.

Sample/Observed data:
Realisations of the system being modelled. Often
independent repetitions of the same experiment.

Prior knowledge (only in Bayesian setting):
Summary of knowledge about unknown parameters
prior to experiment.
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1.1 Probability Models

A probability model is a way of describing the ran-
dom behaviour of the system considered.

Probability models are generally expressed in terms
of probability distributions, themselves expressed via
their probability mass function (pmf) for discrete
random variables (rvs) or probability density func-
tion (pdf) for continuous rvs.

Notation
X, Xq,Xq,...,X,.,Y, Z - random variables
x,xr1,T9,...,Tn, Y, 2 - observed values

() - sample space (of the possible values)

In this course, we are parametric: models are func-
tions of an unknown parameter 6.

p(x|@) - pmf/pdf at point x & parameter 0
© - parameter space (finite-dimensional)
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Examples

(i) Number X of tweets by Donald Trump dur-
ing fixed time (eg. a week): Number of COVID-
19 cases in Nottingham per day: Poisson model,
1.e. discrete distribution with pmf

e 0p”
Py (z|0) = I reN={0,1,2,...},

O=N, ©=(0,00)={0:0>0}.

(ii) Service time T in a bank; the time it takes
to be served in a bank. Exponential model, i.e.
continuous distribution with pdf

p(t|0) = e t >0,
()= (0,00), © = (0,00).

(iii) Yields of crop Y in relation to quantity of
fertilizer x, in n fields. Linear regression model:

<}/17371>7 sy <Yn7ajn>7 Y; ™~ N(:uivoj)?
(Y1, 21),..., (Y, x,), Vi~ N(a+ 6:1}2-,02),
Q=R", 8= (a,B,0%), ©=R xR x (0,00).

lan example of linear regression|
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How to choose a model? For instance:

i) using previous work on the situation studied;

(
(ii) from a theoretical analysis of the situation;

(iii) for model simplicity, with meaningful parame-
t

(

er

@]

)

iv) by trial and error.

In this module we will mostly assume the model has
been chosen, and we shall develop tools to infer the
parameters of this model from sample data.

Advertisement: Modules addressing how to choose
the model in particular situations include Applied

Statistical Modelling & Data Analysis and Mod-
elling.

1.2 Likelihood, Score statistic and Fisher in-
formation
Definition Suppose that sample data
x = (r1,T,...,Ty,)

is described by a probability model whose joint pmf/pdf
is py(x|@). Then the likelihood of the parameter
vector @ given the data x is

L(O|x) = py(x|0),
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i.e. it is simply the (joint)pmf/pdf of the data, but
seen as a function of the parameter vector.

Fundamental case If the data @ = (21, ..., x,)
are independent and identically distributed (IID)
observations from the same pmf/pdf p(-|@) then,
due to independence of the observations:

L(@|x) = HpX x;]0).

Examples (continued)
(i) Number of COVID-19 cases: Given n = 1 obser-

vation z,

(e 09"

Lf|z)={ =

L0 if 6 <0.

This is (of course) the pmf of a Poisson distribution

with mean 6. It is equivalent to the likelihood since
we have only observed one data point.

if @ > 0,

(ii) Lifetimes of n lightbulbs t = (t1,to, ..., t,):

L(0]t) = Hee i = 0" exp <9it>
1=1

for 6 > 0, and 0 otherwise. Here t denotes the

observed data and we have assumed that we have
[1D.
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(iii) Crop yield, simple linear regression: the data,

also called response variable, isy = (y1, ..., y,) and
the explanatory variable is @ = (x1, ..., z,). Here:
—(yi — o — By)?
L(O|x,y) HWGXP{ 5
_ Ly — )2
—(210%) "% exp 2y — o — i)
2072

for any @ = (o, 3,0%) € R x R x (0, 00).

As in the previous example, the term in the product
is the pdf of a Normal distribution with mean a+8x;

and variance o2.

Log-likelihood Because the likelihood says how
likely a value of the parameter is given the data,
one way to infer @ from the data is to maximise the
likelihood, that is, find the most likely value of the

parameter given the data.

However, this involves differentiating the likelihood,
which does not mix well with its product structure
in the IID case. It is much easier to maximise a
sum, and this is why we always work with the log-

likelihood:
[(B|x) =In L(B|x) =log L(0|x).
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Here and in what follows “log” denotes the natural
logarithm. The log function is increasing, so:

& log L(6 = 64|x) > log L(O = 05|x)
= l<9 = 91 £E) > l<9 = 92|£B>

So maximising the log-likelihood is exactly equiv-
alent to maximising the likelihood, and it is much
easler.

Example In the crop yield example:

l(6]a,y) = log ((2r0?) "
X exp {— Sy —a - BW})

202

> (i —a— ﬁﬂ?z‘)Q.

202

/(6la,y) = — log(2mo”) —

Because we want to maximise the log-likelihood, it
is natural to study its derivative, called the score.

Definition For a model with a single parameter
¢ and differentiable pdf/pmf, the score statistic is
given by

9 9
7 1(6]X) = - log p (X 9).

where the symbol 0 denotes the partial derivative.

U(X) =
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Theorem If the first two derivatives of L w.r.t. 6
exist and certain regularity conditions are satisfied
(including that the sample space does not depend
on the parameter) then

BU(X| =B | g16130)] =0
and Var|U(X)] = Var _889 (9|X)]
o
- E |3 (€|X)]

Recap: If a random variable X follows a distribution
with probability density function fx(x) then

Elg(a)) = | gla)fx(a)ds
Proof We have

E[U(X)] = / U(X) py(@]6) da

- / (889 1ngX<f’3|9)> Py (2]6) dae

1 Op (x]0)
:/prmzwm op  Px\@l0) de

_ /apx(ﬂ@)dw.
0

00
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Assuming that differentiation and integration can be
interchanged this yields

ElU(X)] = gefpx(aﬂe) %(1):0

as required because p (x|0) is a proper density func-
tion (ie it integrates to one).

To show that the variance of the score statistic is

equal to —E [88922 (0| X )} will require a bit more

work.

First of all

VarlU(X)] = E [(U

since we showed above that the expectation of the
score 1S zero.

Rather trying to calculate E[(U(X))?] directly (as
we did above for E[U(X)]) we start by calculating
the 2nd derivative of the log-likelihood:
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02 o (0
Hl01X) = = <@Z(9\X))

N 5(?9 (px(l\ﬁ) ap)%(g;ye)>

_ 1 Opx (x]0) ’
- <px<w!9>>2( 09 )
1 82pX(:13|9)
Px(x|0) 06?2
1 82pX(:13|9)

=@ o U

since

_ Ologpx(x|f) I Opx(z|0)

00 po(xl0) 00

11
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[Recap] So far we have got that:

8—2l 1 0’px (x|0)

Consequently, take expectations and re-arrange:

for notational convenience (i.e. laziness!) write py

for py(x|0) and [ for (6] X)]

wwan o[-+

1 py 0%l
_ ) i
/Q py 002 X dz [6’92]

0” 0%l
= gz |, v |

Gl
06?2

0%l
- [a?] >

ZO_E[
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and thus

VarlU(X )| = —E 8_2l
- 002 |
This concludes the proof. .
Definition The quantity
0°1(0| X)
VarlU(X )| = —E [ 502 ]

is called the Fisher information about 8, and is de-

noted by 1(0).

Interpretation The Fisher information is a mea-
sure of how sharply the (log-)likelihood varies on

(2% |

Since the expected value of the score is zero (as
shown previously), the Fisher’s information repre-
sents the variance of the score at a particular value
of the parameter 6.

1) =E[U(X))"]| =E

We shall see in Chapter 2 that a standard measure
of how well 8 can be estimated is given by 1/1(0).
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Additivity of the Fisher information
If Xy,...,X, are [ID with pmf/pdf p(-|0) then

[(01X) = ) logpy(Xil6)

i=1
0? 0?

and ﬁl(ﬂX) 892 log py (zi]0),

so [(f) = E

As a consequence, if we define i(f) as the Fisher
information contained in one observation, namely

10) = —E | oo, (X10)|

then I(0) = ni(0).

The more observations, the more information!
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1.3 The Exponential Family

The log-likelihood is a very important tool in statis-
tical inference. It is then natural to think of the dis-
tributions whose log-likelihood is easy to compute.

Definition The one-parameter exponential family
of distributions consists of the distributions whose
pdf/pmf can be written

px(2|0) = exp {A(0) B(x) + C(0) + D(x)},

when p(x|0) > 0; here A, B, C' and D are arbi-

trary real-valued functions of their arguments.

Example If X ~ Poisson(#), then for x € N and
6 >0,

Hre?

!

pX<£C‘9) —

= exp{zlogh — 0 —logz!},

i.e. the Poisson family is part of the exponential
family with A(0) = logf, B(x) = z, C'(0) = —0,
and D(x) = —logz!.

Other examples: Binomial(m, #) (m known), nor-
mal N(6,1), Gamma(f, 1). See exercise sheet.
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1.4 Sufficiency

It often happens that all the information about an
unknown parameter 6 provided by a set a of obser-
vations is actually summarised by a specific subset
of events/estimates of 6.

Example Let & = (x1, ..., x,) be the outcomes of
n 1ID Bernoulli trials:

i = H{trial @ successful}

with success probability 6.

Claim: The total number of successes, > " ; x;, pro-
vides all the information about 6 contained in the
sample.

In other words, if the total number of successes is
known, then no further information about 6 can be
extracted from the data. We are going to show that
this is the case.
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To make this precise, partition the sample space
Q={(x1,...,x,) :x; =0o0r 1} as

_O | A_{:El,... sz—]}

7=0

Now for @ = (x1,...,x,) such that Y 1"  x; = 7,

P(X = a:\X < Aj79>

IP(X c A;l0)

61— )"
(o7 (10"~

- @ e (?) ) j!(nni it

The set of outcomes (21, ..., xy,), given » " | ;, is
then independent of 6.

This exactly means that the knowledge of > " | x;
is “sufficient” to describe 0.
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Definition A partition A of the sample space €2 is
called sufficient for 0, if for all A; € A, px (|0, x €
A;) is independent of 6.

There is always at least one sufficient partition: the
partition whose elements are individual points of (2
is clearly sufficient since if all the data is given, then
of course no further information can be extracted.

An interesting question is then to find a minimal
sufficient partition, or informally, the most concise
way given by the data to describe 6.

Definition If a sufficient partition A is such that
given any other sufficient partition B, any set ele-
ment of B is contained in a set element of A, then
A is said to be minimal sufficient.

We can already see that the definition of (minimal)
sufficiency is interesting but difficult to work with. It
is much easier to use a function of the data instead.

Definition Let J be an arbitrary set. A function
T : ) — J independent of # is called a statistic.

Definition A statistic 7" : 2 — J is called suffi-
cient (resp. minimal sufficient) for 6 if the partition

{xeQ  Tx)=a}, ae]
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is sufficient (resp. minimal sufficient) for 6.
It is important to note that 1" is sufficient for 6 if
(i) for all  and a such that T'(x) = a,

px(x]0,T(x) = a) is independent of 6,

or equivalently,

(ii) for all & and &/,

is independent of 6.

(Note that either if (i) or (ii) is regarded a definition
of sufficiency).

T" is minimal sufficient for 6 if there is equivalence
(<) in (ii), instead of a simple implication:

— (g px(x|0)

is independent of 6.

Example In the Bernoulli trials example we saw
carlier,

px(eld) _ 0= —g)" ~ 2" (9 )Zx@-zxé

1—4

px(@B) g T g

which is independent of 6 if and only if Y x; =
> at. Thus the statistic T = )  X; is minimal
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sufficient. Equivalently, the partition

Q:UAJ" Aj{(xl,...,xn):Z%'j}

j=0 i=1

1s minimal sufficient.

The next result is a fundamental characterisation of
sufficiency:.

Theorem (Neyman'’s Factorisation Theorem) A statis-
tic 1" is sufficient for 6 if and only if there exist func-
tions g and A such that

px(x|0) = g(0,T(x))h(x)

i.e. the pmf/pdf can be factored into the product
of one term depending only on & through T'(x) and
another term depending on @ only.

Proof (Discrete case: X1,..., X, are discrete r.v )
If T"is sufficient for 8, and T'(x) = a, say, then

rx(zlf) = P(X = =|0)
=P X =2, T(X) =a|f)

— P(X = 2[0, T(X) = o) P(T(X) = alf)

— h<$)g<67 CL),

since 1" 1s sufficient for 0.
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Conversely, suppose that
px(x|0) = g(0,T(x))h(z).

Then for any @ such that T'(x) = a,

PX =«|0,T(X)=a) =

B P(X = x|0)
- Zy:T(y):a P(X = ylf)
g8

> y1y)=a 90, A)1(Y)

h(x)

- Xyry=Y)
which is independent of 6. .

Example For n independent Bernoulli trials with
success probability 6 we saw earlier that the likeli-
hood can be written as:

pxlel6) = 057 (1 - g T
and if we re-arrange

:\szi(l B 9>n — )

and we found earlier that )" | X; is sufficient.

pX<£E|9)
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Theorem If X;,..., X, are IID from a distribu-
tion of the exponential family

py(2|0) = exp{A(0)B(x) + C(0) + D(z)}
then T' =) B(X;) is sufficient for 6.

Proof Write

n

px(@l0) = ][ exp {A0)B(z;) + C(0) + D(:)}

1=1

—= exp {A(Q) Z B(x;) + nC(Q)} exp <Z D(xz-)> .

1=1
\ . 7\ 7
TV

9(6.5" B(z,) h(@)

By Neyman'’s factorisation theorem, T'= )~ B(X;)
is sufficient for 6. .
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1.5 Completeness

[Disclaimer: this is a rather difficult concept to grasp!]

Definition A family {p,(x|0): 0 € O} of distri-
butions on €2 is called complete if
Eh(X)] =0 forall €06
= Ph(X)=0]60] =1 forall 0e€0,
for any statistic A(X) such that the above expecta-
tion makes sense.

If T is a statistic, let {p,.(¢|6) : 6 € ©} be the family
distributions of T

Definition A statistic T' is said to be complete if
its family of distributions {p_(¢|6) : 6 € O} is com-
plete.

Why bother?

One interesting consequence of the completeness of
a family of distributions of X is that if there is a
statistic h(X') such that

Eh(X)] =0 forall 8 € ©
then h(X) is the only such statistic.

This rigid structure will make it very easy to find
and study unbiased estimators of 8. More details
later.
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Example Suppose that we have n independent Bernoulli
random variables with probability of success 6.

We consider 1" to be the number of successes we
which know it follows a Binomial distribution with
probability mass function:

p,(t]0) = (?) (1 —60)"" t=0,...n, 6€(0,1).
Zh ( )et 1—0)",
which we write

E[h(T)] = (1 —6)" ; A(t) @ <%>t

Since the factor (1 — 0)" £ 0, for this expectation
to be 0 for all 6 € (0, 1) then we must have

" o
0= Zh(t)(?)qbt, V$>0, ¢=r—0
=0

This is a polynomial in ¢ of degree n.

For this polynomial to be zero for all ¢ > 0, it must
be true that the coefficient of ¢, which is h(t)("),
is 0 for every t.

This shows that h(t) = 0 for ¢t =0, ..., n and hence
Ph(T) =01 0] =1 for all # € ©. In other words

T is a complete sufficient statistic.
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For a one-parameter exponential family model in
its natural parametrisation the following powerful
theorem may be used to check for completeness.

Theorem Suppose X = (Xi,...,X,) is an 11D
sample from the probability model

px(x|0) = exp{0B(x) + C(0) + D(x)}, 0 € O,
and let T" = >  B(X;) denote the corresponding
sufficient statistic.

If © contains an open interval, then 7' is complete.

Example Consider the family of Poisson distribu-
tions with mean p, where p € (0,00). For x =
0,1,2,... the pmf is given by
To—H
px(zlp) = —— = exp(alog u — pu — log ).

Writing 6 = log u and putting B(z) = =,
C'(0) = —exp(0), D(x)= —logx!,

we see that the Poisson pmf is of the required expo-
nential form. Since p € (0, 00), it follows that

0=logpueb=~R,

which is an open interval. Thus the family of Poisson
distributions is complete.

Note that we actually showed that the statistic X
is complete. This is because completeness of X (as
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a statistic, for n = 1) is exactly equivalent to com-
pleteness of the family of distributions of X.

We conclude by an illustration of why completeness
matters i practice.

Bahadur Theorem If T is sufficient for 8 and
complete, then 7' is minimal sufficient.

Beware: the converse is not true in general.

Bahadur’s Theorem is most easily applied in prac-
tice by showing that the model belongs to the expo-
nential family (and reparametrising if needed).



Chapter 2

Point estimation

2.1 The point estimation problem

Let 8 € © be an unknown parameter determin-
ing the exact distribution of the observations X =
(X1, ..., X,)inan experiment. We wish to estimate
g(0), where g is some known real-valued function of
the unknown parameter vector 6.

Example Given the lifetimes of n = 100 lightbulbs
with distribution Exp(#), estimate the unknown av-
erage lifetime, namely 1/6, of a lightbulb.

Let g(x) be our estimate of g(@) when we observe
X = ax. In addition, we wish to find an estimator
g which is in some sense optimal.

Terminology: An estimator is a function of the
random variables Xy,...,.X,. The corresponding
estimate is obtained when the random variables are
replaced by their observed values x4, ..., x,.

27
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In this chapter, we shall first study two general tech-
niques to construct estimators: the method of mo-
ments, and maximum likelihood estimation. We will
then see how to discuss whether an estimator is op-
timal and, if not, how to find the optimal one.

2.2 Two methods of estimation

(i) The method of moments

Suppose here that g(@) = h(my, ..., my), where h
1s known and m, is the r-th moment of the unknown
distribution, i.e. m, = E[X"]. In other words the
first moment, my is the expected value of X. The
method of moments uses the law of large numbers
to estimate m, by the r-th moment of the sample,
.. €.

1n
» = E|X"| estimated by m, = — X/ .
m | X"] estimated by m n; !
Thus ¢(0) is estimated by the estimator
(L Z777’2‘:1 o)

[n short: replace the population average E(-) by the
sample average n= ' > " (+).
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Sometimes (for instance when estimating a variance)
it is easier to work with centralised moments:

vr>2, m¢=E[(X -E[X])]

r

1 _ |
timated by mS = =Y (X; — X)', X =~
estimated by m, Z( nz_:

1=1

Example 1 Let Xi,..., X, be IID Exp(\). Then
E(X;) = 1/X and the method of moments gives the
estimate A = 1/7 for .

Example 2 Let X1,..., X, be I[ID Gamma(a, 5),

i.e. with common pdf

px(z|a, B) = %fﬂ“leﬁ‘”, x> 0.
Then (see handout on Gamma distribution!)
E(X;) = %, Var(X;) = E([X; — B(X)]%) = %
The method of moments to find estimates gives
& 1 — , @
T = T = —, =— Y (;,— %) =—
DRIERS NI
. T . X
= X = a9 B — ?
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(ii) Maximum likelihood estimation

AN

A maximum likelihood estimate (MLE), 8(x) say,
of a parameter 0, is a value of @ which maximises

the likelihood L(@|x) w.r.t. @ for fixed x:

L(6(zx)|z) = sup L(0|x).
Oco

As mentioned earlier we shall instead equivalently
maximise the log-likelihood [(@|x) = log L(8|x):

1(6(x)|x) = sup 1(0|x) = sup log L(O|x).
Oco Oco

In most cases we find this estimator by cancelling
the score function:

o .
@(ZH(:UM:B) = 0.

For instance, this works when the log-likelihood is
continuously differentiable and concave.

When this is not the case the log-likelihood has to
be studied directly. See the Exercise handouts for
such examples.
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Example Let X1,..., X, be IID Poisson(A). The
likelihood is, for A > 0:

T oA\ e—n)\)\z Ly

L) = px(@h) = [T =5 = 7,

Taking logs gives the log-likelihood:

I(\|z) = —nX + (Z a:z-) log \ — log (H :1:') .

At an MLE; the first derivative must vanish (set the
derivative equal to zero and solve for ):

ﬁ()\kc)——n—l— s =0 AN=2= —

To check that this point is a maximum, we compute
the second derivative:

02 — Z X
Since the second derivative is negative for any A then
that means that it will also be negative when evalu-

AN

ated at the MLE (\) which what is necessary for a
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stationary point to be a maximum. Hence the MLE
is then indeed A = 7.

2.3 Desirable properties of estimators

(i) The estimator should not take values outside the
parameter space.

For instance, if X ~ Binomial(n, p), then we always
want p € [0, 1].

(ii) Unbiasedness Suppose we write the expec-
tation of an estimator g of g(0) as

E[9(X)] = g(8) + by(6),
where b;(0) = E|[ g(X) — g(0)] is the bias function.

Definition An estimator ¢ is called unbiased for
g(0) if by(0) =0, i.e.
E[§(X)] - g(6) V0 € 6.

An unbiased estimator is an estimator which recov-
ers the value of the parameter on average.
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(iii) Small volatility The estimator should have
as small a Mean Squared Error (MSE)

MSE = E {[3(X) — g(0)}
= Var[g(X)] + [b3(0)]°

N}

as possible.

The MSE of an estimator measures how far the esti-
mator is from the target quantity on average. Sup-
pose we have two estimators. One of them is biased
and other one unbiased. But the biased estimator
has smaller variance than the unbiased. One can
decide which of the two estimators to use based on

their MSEs.
Note that if g(X) is unbiased then

MSE = Var[g(X)].

In that case, loosely speaking, a small MSE means a
small variance, 7.e. there is a high probability that
the estimator is close to the true value.

(iv) Consistency An estimator g(X) is consis-
tent if g(X) — ¢g(@) as n — oo, i.e. for every
e>0

P(|g(X) —g(0)] >¢|0) = 0 asn — oo.
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This is called convergence in probability: the esti-
mator is then close to the target quantity with prob-
ability arbitrarily close to 1 when n — 0.

It can be shown that if

E[g(X)] — ¢(0) and Var(g(X)) — 0 as n — o

then g(X) is consistent for g(@).

[t is generally fairly easy to work on these four as-
pects for moment estimators because they are de-
fined in terms of sample moments.

We therefore focus instead on the general theory of
MLE in the next section.

2.4 Properties of MLEs

Here, we restrict our attention to MLEs that are
unique and to models whose sample space is not
parameter-dependent (no uniform distribution on an
interval of unknown length, for instance).

If0 = (0y,...,0,), we define the Fisher information
matrix to be the p x p matrix I(0) with components

0* -
L/
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where I(0);; denotes the ij,, element of I(8) and
[(0]X) denotes the log-likelihood.

Also, we write N,(w, V) for the p-dimensional mul-
tivariate normal distribution with vector mean g
and covariance matrix V. We shall see study this
distribution in more detail later; simply note that
when V has full rank p, so that V! exists, then
N,(p, V) has multivariate pdf

2n) VI e { S TV e -

where |V is the determinant of V.

(i) Invariance t If 0 is the MLE for 8 and g is
a one-to-one function (for instance, continuous and

AN

increasing) then g(@) is the MLE for ¢(8).

(ii) Consistency and asymptotic normality

If Xy,...,X, are [ID with pmf/pdf px(-|@), where

0 is a p-dimensional parameter vector, then:

Theorem Under regularity conditions, the MLE 0
is consistent and, for large n, satisfies
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V(6 — 0) ~ N,(0,,i(8) "),
where 0,, is a size p null vector and i(0) = n~'1(0)

is the Fisher information matrix for a single obser-
vation.

This is a very important result. A lot of theory
and statistical analysis (including recent advances!)
is based on this.

(iii) MLE and sufficiency

The next result will be useful when we work on op-
timal estimators later.

Lemma If the model py (x|0) admits a sufficient

statistic 7(X), then the MLE @ is a function of the
sufficient statistic 7.

Proof Since T is sufficient, by Neyman'’s Factorisa-
tion Theorem we have

L(O|z) = px(x|0) = g0, T(x))h(z)

= 9
= sup L(0|x) = h(x)supg(0,T(x)).
4SS) dSS)

Therefore maximisation of L w.r.t. 6 is equivalent
to maximisation of g(6, T (x)), which depends on «
through T alone. .
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2.5 Cramér-Rao Lower Bound

Our next step is to examine if any of the estimators
we developed is “best” or “can be improved”.

Theorem Assume 6 is a scalar parameter. Let
§(X) be an unbiased estimator of g(#). Then, sub-
ject to mild regularity conditions,

g (O)
1(0)

where ¢'(0) = agé)) and I(0) is the Fisher informa-
tion.

Var[g(X)] >

The right-hand side is known as the Cramér-Rao
lower bound (CRLB) for g(6).

Proof Recall the score statistic

9 9
(6] X) = =510z p (X6).

The basic idea of the proof is to connect Var|g(X)]

to I(0). Because I(0) = Var[U(X)|, we can use the
inequality |corr(g(X), U(X))| < 1, rewritten as

U(X) =

gV
\/Var (9(X))Var(U(X))
[COV@(X ), U(X))]”
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Now compute cov(g(X), U(X))

and simply use the previous inequality:. .
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The regularity conditions actually assumed here al-
low the interchanging of differentiation and integra-
tion. They can fail if py(2]0) is sufficiently irregu-
lar, or if the sample space of X depends on 6, for
example when X ~ U(0,0).

Corollary There is an unbiased estimator g(X) of
g(0) which attains the CRLB, i.e.

g'(0))
1(0)

if and only if U(X) can be written in the form

Var(g(X)) =

U(X) = a(f)[g(X) —g(0)].

In this case:

Var(g( X)) =

Proof From the proof of the Cramér-Rao lower
bound, Var(g(X)) equals the CRLB if and only if

corr(§(X), U(X))| = 1.

But the correlation of A and B is £1 if and only
if there is a (nontrivial) purely linear relationship
between A and B; here, this translates into

U(X) = a(8)g(X) + 5(0)
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with the slope a(f) # 0. Taking expectations of
both sides, we obtain

0= a(f)g(0) + 5(0) = 5(0) = —a(B)g(0)
e U(X) = a(0)19(X) — g(0)}.

Furthermore, in the proot of the CRLB we showed
that
Cov(g(X),U(X)) = g'(8).

Using U(X) = a(0){g(X) — g(0)}, we get:

Cov(g(X), a(0)[g(X) — g(0)]) = ¢'(0).
Using Cov(Y,aY — ¢) = aCov(Y,Y) = aVar(Y):
g'(0
a(f)
This completes the proof. .

N———

a(f)Var[g(X)] = ¢'(f) < Var[g(X)] =

N——

Some consequences:

(i) The CRLB for g(#) is the lowest possible variance
of an unbiased estimator of g(6).

(ii) The more information about @ provided by the
sample X, the larger the Fisher information and
the smaller the CRLB. Especially, for a large sam-
ple size, we should expect the variance of a sensible
unbiased estimator to be small. This is intuitive,
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but how small the variance (ideally) should be can
be made precise using the knowledge of the CRLB.

Example Suppose X7, ..., X, are [ID Exp(\):

L(\|z) = HA@ AL

= l(A\|x) = nlog)\ — )‘in'

The score statistic is

U(X) = 85; (Az) = sz_ . (in_
(X)

Thus X = n~ 'Y X, is an unbiased estimator of
g(\) = 1/ which attains the CRLB for 1/, and

5 )
2

oz()\)
g(A)

NS

)

Var(X) = (—=1/X%) / (=n) = (nA*) ™
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Theorem If 6 is an unbiased estimator of a param-
eter 6 that attains the CRLB, then 6 is the unique
maximum likelihood estimator of 6.

Proof By the previous corollary,

o R
@logpx()ﬂ 0) = a(0)0 — 0,
where the slope () # 0, so that the equation
0
5y 08 Px (X0) =0
has the unique solution § = 0, where 0 denotes the
MLE. .

We note that the converse is not true! An MLE need
not be unbiased; besides, unbiasedness + uniqueness
of MLE does not imply attainability of the CRLB.

2.6 Rao-Blackwell theory
So what can we do if the CRLB is not attainable?

Definition A minimum variance unbiased estima-
tor (MVUE) of g(f) is an unbiased estimator with
smallest possible variance.

How do we find one (or the) MVUE?

Rao-Blackwell Theorem Let g(X) be an un-
biased estimator of g(6). Then, if T'= T(X) is a
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sufficient statistic for 6, the estimator g(7") defined
by

g(t) = Elg(X) | T(X) = 1]

also defines an unbiased estimator of g(6) and

Var(g(T')) < Var(g(X)).

Proof First, note that since 1" is sufficient for 6,
the distribution of X | T(X) = t is independent of
¢ and hence so is §(7T') (independent on #), making
it an estimator indeed.

Now, since g(X) is unbiased, the law of iterated
expectations E[A] = E[E[A|B]] yields

9(0) = Ex[g(X)] = Er [Ex[g(X)|T]] = Er[g(T)],
so that ¢(T') is unbiased.

Finally, recall Jensen’s inequality: if h is a convex
function then E[h(Z)] > h(E[Z]).
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Var(g(X)) = Ex [@(X) - 9<9>>2]
— By [Ex [G(X) - g(0)/7]]

> Er {Ex[3(X)IT] - 9(6)}’]

= Er |{3(T) - 9(0)}’]

by Jensen’s inequality on the line before last with
h(z) = x*. The right-hand side is exactly Var(g(T"))
so that

Var(§(X)) = Var(3(T)

as announced. »

If completeness of T is added, the Rao-Blackwell
construction actually gives the unique MVUE.

Lehmann-Scheffé Theorem Suppose there ex-
ists an unbiased estimator g(X) of g(f) and a statis-
tic 1" which is sufficient and complete for . Then

g(t) = Elg(X) | T(X) = 1]
is the unique MVUE of ¢(0).
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Proof (not examinable)

Let g1(X) and g2(X) be any two unbiased estima-
tors of g(#). For ¢ = 1,2 define

git) = Elg:(X) [ T(X) =1

so that E[g;(T)] = ¢g(0) and thus

E[Gi(T) — Go(T)] =0 forall 9O,

Since 1" is complete, applying the definition of com-
pleteness to the function g; — g9 entails

Plgi(T) — g2(T) = 0]0] = 1.

Thus whatever unbiased estimator g(X) we use,
g(T) is always the same (recall also slide 24!)

By the Rao-Blackwell Theorem,

Var(g(T)) < Var(g(X))

whatever the unbiased estimator g(X) is. Thus
g(T) is unbiased and has a variance not larger than
any other unbiased estimator, 7.e. §(T') is the unique

MVUE of ¢(8). .

Corollary If there is a statistic I" which is sufficient
and complete, then any unbiased function of 7' is the

MVUE.



46 CHAPTER 2. POINT ESTIMATION

Summary To find the MVUE of g(6):
(0) Check if there exists an estimator of g(#) which
attains the CRLB. If not, then:

(1) Find a sufficient statistic T" which is also com-
plete.

Then either:

(2a) Find a simple (often very crude!) unbiased es-

timator of ¢g(6), g(X) say; compute

g(t) = E[g(X) | T(X) = 1],
and then ¢(7') is the MVUE;

(2b) Or find an estimator function of T, g(T') say
(the MLE may be a good starting point,) which is
unbiased for g(#); then g(T') is the MVUE.

Example If X,... X, are iid Exp(A) with mean
1/, then

(XN = H)\e Ale A2

(a) Estimating A1,

Note that T = > X, is sufficient for A™!, and we
have already shown that this 7" is complete.
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Now X is a simple unbiased estimator for A='. Con-
sider

gt)=E| X1|T =t].
To calculate g we need the conditional pdf

Py, 2(2,t)
p,(t)

Dy, rlTlt) =

First note that
{Xlzﬂj,T:t}: {Xlil?,Zth—l'}
=2

Recalling that the sum of m iid Exp(A) random
variables has a Gamma(m, A) distribution now gives

Py, 7(@;1)
P,(t)

[)\e_)‘x] [)\n—l (t _ :C)"_Q e_)‘(t_x)/r(n . 1>]

A\ tn—l e—)\t/r<n)

=t (n— 1L (z/)]""

using that I'(n) = (n — DI'(n — 1).
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Thus
/

E[X1|T =t xpy, p(@|t) do

g(t) =

ta:t_l(n —1)(1 —a/t)" *dx

(after some calculation)

I
Sl o— >—

and thus E[X,|T| =T /n.

Thus the MVUE of A7 is given by

N > X S
(T') = =

g = i.e. sample mean.
n

Note that we showed earlier that this estimator at-
tains the CRLB.
(b) Estimating .
The common pdf of the X; is
p(x|A) = Ae ™™ = exp(=Az +log \), x> 0.

Note that, by the theorems for sufficiency and com-
pleteness in the exponential family, T = > X; is
sufficient for A, and complete.
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Since E[T] = E[} X;] = Y E[X;] = n3, (ic a
function of %) it makes sense to consider 7!

Since T' ~ Gamma(n, \),

> 1
E[T ' = / t — N le Mt
0

['(n)

['(n —1 > 1

—\ (7?, ) / )\n—ltn—Qe—)\t dt
tn) Jo Tn—=1)
=1 pdf o?ra Ga(n—1,)\)

A

— A.
n—1 7

The estimator g(T) = (n — 1)T~! is then unbi-
ased and is a function of the sufficient and complete
statistic 1.

Consequently

1s the MVUE for \.
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[t can be shown similarly (exercise!) that

)\2
n—2
and that the CRLB is A?/n. Thus

Var(g(T)) =

N \? A2
Var(g(T)) = — >

meaning that g(T") does not attain the CRLB, but
it does “asymptotically attain” the CRLB since

Var(g(T
aégéB)):niQ%lasn%oo.

Note The concepts of CRLB and MVUE only apply

to unbiased estimators!

Proof of the asymptotic normality of the MLE

The proof is not examinable. First of all, we assume
consistency. We look at the case of a univariate 6.
The idea is to write a Taylor expansion of the score
statistic:

o0l Ol

82
ae(9|X) il

ae2<
+ (6—60)R(6 —0)

01X) + (60— 0)5(0/X)
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where R = R(x) is a function converging to 0 as
r — 0, 7.e. a small remainder term. Now, the left-
hand side of the above equality is 0 because 6 is the
MLE, and the last term on the right is negligible.
Rearranging yields, for large n,

~ 1 0% 1 6’[
Now
AP gxy = L5, (xi0)
n 062 n4— 062 X

1=1

82
— E[ 202 1ong(X\(9)]

as n — oo by the Law of Large Numbers.

In other words,

1 0% ,
—Ew(mX) — i(f) as n — oo.
Besides
1 Ol ]~ 0O
(01 X) =vn | =) —-logpy(Xi[0)
NG n <= 90 = 5
Y; )

The Y}, being single-observation versions of the score
statistic, are IID random variables such that

E(Y;) =0 and Var(Y;) = (),
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see the Theorem on slide 11. By the Central Limit
Theorem,

1 0l

/100

Combining our two convergences, we obtain the re-
quired result:

Vil = 0) ~ [i(0)) ' N(0,i(9)) = N (0,i(6) )
(use the relationship @ x N(0,v) = N(0,a*v)). =

(0| X) ~ N(0,i(0)) as n — oo.
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Hypothesis testing

3.1 Framework

Suppose the parameter space © is partitioned into
two subsets:

©O=0UB;, B6yNn6;=70.

We wish to determine whether 8 € Oy or 8 € ©;
based on data. The former is called the null hypoth-
esis, Hy, while the latter is the alternative hypothe-

sis, Hj.

Example If 21, ..., z, are n I[ID observations from
a Bernoulli distribution with success probability 6,
an Interesting test 1s

Hy: 0=1/2 versus Hy: 6 #1/2

i.e. fair coin against biased coin.

93
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For a given test there are two actions: Reject Hy or
Do not reject Hy Therefore, there are two types of
error, namely:

Type I error: Reject Hy when it is true.

Type II error: Do not reject Hy when it is false.

The significance level or size of a test is the proba-
bility of a Type I error:

a = P(reject Hy | Hy true).

For 8 € ©q, the power 1 — §(0) of a test is the
probability of rejecting Hy when it is false and the
parameter is equal to 6. In other words, for 6 € ©4,
B(0) is the probability of Type II error:

B(0) = P(do not reject Hy | 0)

and therefore the power is:

1 — 3(0) = P(reject Hy|0), 0 € 6.

It is desirable for size to be small and power large;
but they are inversely related so instead we fix a
size a € (0, 1) and look for the Most Powerful Test
(MP) of size «, i.e. the test of size o having highest
power.
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A hypothesis H is called simple if H only contains
one value; otherwise, it is called composite.

A convenient mathematical way to address testing
is via a test function ¢:

o(x) = P(reject Hy| X = x).

In other words, if the sample of observed data is a
then Hj is rejected with probability ¢(a) (which is
a number between 0 and 1).

That can seem weird: intuitively, it would make
more sense, given a value of x, to always reject

(p(x) = 1) or always not reject Hy (¢p(x) = 0).

We will see very shortly that the theoretically opti-
mal test function ¢ is in fact “almost always” equal
to 0 or 1, and is moreover everywhere 0 or 1 when
the statistical model is continuous.

In the particular case when ¢(x) = 0 or 1 for all
x € (), then the test is said to be non-randomised.
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3.2 Comparing two simple hypotheses

Neyman—Pearson Lemma

(1) It Hy: 0 =6y, H : 0 = 6; and o € (0,1) are
fixed then there are constants k > 0 and v € |0, 1]
such that the test function below induces a test of
slze o

1 when py(x|6y) < kpy(x|01),

¢(x) = ¢ v when py(x|0y) = kpy(x|6h),
0 when py(x|0y) > kpy(x]0;)

1.e. we reject Hy with probability 1 when

px(x|Hy)
px(®|H1)

and we reject Hy with probability v if A(x) = k.

A(zx) = likelihood ratio = < k,

(ii) For fixed k, the test in (i) is a most powerful test
of size

o — E[¢(X)|Hi|
— PIA(X) < k| Hy) +APA(X) = k| Hy)

for testing Hy versus H;.
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Comments

(a) The optimal test consists in rejecting Hy in favour
of Hy when the likelihood ratio in favour of H,
against H is small enough. How small the rejection
level k should be is determined using the equation

a =PNX) < k| Hy) +PNX) = k| H).

(b) If X has a probability density function then
the probability P(A(X) = k| Hy) is always zero,
no matter what k is. Consequently, we may always
take v = 0 or 1 in this case, and the MP test is
non-randomised. We then say that the set

C={z: do(x) -1}

is the critical region (or rejection region) of the test.
[ts complement is (sometimes) called the acceptance
region.

(c) It is, therefore, only when X is discrete that we
may need to consider v € (0,1). This is because in
the discrete case, non-randomised tests miss certain
values of a. A test with v € (0,1) is an example of
a randomised test.

(d) The test function can be rewritten in terms of
a sufficient statistic (by the Neyman Factorisation
Theorem).
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Example 1 A sample of n independent observa-
tions X7, ...,X,, is available from a Normal distri-
bution with mean p and variance 100:

X1, ..., X, ~ N(u,100).

Suppose n = 25, find the most powerful 5%-level
test (i.e. assume o = 0.05) of the null hypothesis

Hy: =100
against the alternative

Hy =105
and compute the power of this test.

Solution To determine the required test we apply
the Neyman—Pearson (NP) lemma. The likelihood
ratio 1s

px (| Ho)

px(@|Hi)

(2m0%) "2 exp { =3 214 (@i — o)’}
(2mo?) 2 exp { =52 2o (@i — 1)}

AMx) =

X is continuous which means that we do not need
to worry about 7 (in the NP Lemma) and hence we

reject Hy if M) < k.
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Thus, with g = 100 < pp = 105, A(x) < k if and
only if (by taking logs and simplifying):

2po — p1) Y @i+ n(pf — pi) < 207 logk = ky
1

sy o> ki —n(u? — u?)) =k

Z Z(No_lul)( 1 (:ul :LLO)) 2

(for the last inequality, note that po—p; < 0). Note
that k; and ks are constants that do no depend on

the data «.
Thus an MP test of size a rejects Hy it

Zfﬂz‘ > ko,

where ko satisfies

P(in > /~c2|HO> — o = 0.05.
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To find ko note that, with pg = 100, pu; = 105,
0 = 100 then under Hy (why?):

X =n"") " X;~ N(100,100/n).

Let ks = n~1ky. Then ks is such that

X —100 ks — 100
IP’( ’ >0.05

V/100/n g /100/n

that is

P(Z > (ks — 100)/+/100/n) = 0.05,

where Z is a Normal(0,1) random variable.

From tables (or using R) we find that $(1.645) =
0.95 (here ® is the distribution function (cdf) of the
standard Normal) and hence

(k3 — 100)/+/100/n = 1.645,
from which k3 = 103.29 with n = 25.

Thus the test is to reject Hy if and only if £ >
103.29.
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Finally, the power of the test is
1 — 8 = P(reject Hy|assuming H; is true)

= P(X > 103.29 | u = 105)

X —105  103.29 — 105
P( |u1%>

>
J100/n ~ /100/n
= P(Z > —0.855)  (can find from Tables)
= $(0.855) = 0.8037. (power of the test)

Example 2 Let us look at an example where X
is discrete — let X4, ..., Xg be eight IID Bernoulli
trials with success probability 6.

Find a most powerful test of
H() 0 = 1/2

Versus
H1 0 = 1/4,
having size (significance level «/) 1/16.

Solution Apply the Neyman-Pearson lemma: with
0y = 1/2, 6, = 1/4 and n = 8, the likelihood ratio
1S
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Here (90(1 — Ql) — (91(1 — (9()) = 0y — 67 > 0 so that

0o(1 — 6)
01(1 — 6y)

and thus A\ is increasing in ) _ ;.

> 1,

Therefore:

M) <k & ) zi<k
for some constant k; where ) x; is the number of
successes .

By the Neyman-Pearson lemma, a test of Hy versus
H; of the form

1 when > x; < kq,

¢(x) = ¢ v when > x; = ky,
0 when > x; > ky,

1s the MP test of size o where

a = El¢o(X) | Hy
= P() X <ki|Hy) +P(>_X; =k | Hp).
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We now determine £y and .
Under Hy, > X; ~ Binomial(8,1/2).

Hence, under H,

P (ix < 1) =P <§8;X 0><;>8 :%
(£ om0

(ZX <3> (ZS:X.<2)23576>116&

1=1

Thus an MP test of size 1/16 for Hy versus Hj is
1 when > x; <2,

¢(x) =< v when Y z; =2,
0 when » x; > 2,

where v is determined by ensuring that

1

which gives v = 1/4.
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Hence the MP test:

1 when > x; <2,
¢(x) =< 1/4 when Y z; =2,
0  when > x; > 2.

Notes: (a) This is an example of a randomised test.

(b) To use this test, one would always reject Hy if
> x; < 2, never reject Hy if Y x; > 2, and reject
it with probability v = 1/4 if > x; = 2 (by flipping
a biased coin).

(c) While randomised tests are a nice theoretical
solution, they are very rarely used in practice. This
is because two practitioners can have exactly the
same data and arrive at two contrary conclusions!

3.3 Testing a simple vs a composite hypoth-
esis

The Neyman-Pearson lemma provides a nice and
optimal solution when H; is simple. But what about
a problem of the form Hy : 6 = 6, versus Hy : 0 €
©4, for instance

Hy: 0§ =1/2 versus Hy: 0> 1/2

for IID Bernoulli trials?
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Definition A test of size « is uniformly most pow-
erful (UMP) if, for all # € ©q, its power is greater
than or equal to the power of any other test of size
Q.

Lemma There exists a UMP test of size o for Hy
versus H; if and only if there is a test ¢ that is the
MP test of Hy versus Hi .0 = 0y for all 6 € O4.
In this case, the UMP test is exactly the test ¢.

In practice, this Lemma reduces the search of a UMP
test to the computation of the Neyman-Pearson MP
test, although it has to be independent of 6; € ©;.

Example Let X7,..., X, beIID N(0,1). Is there
a UMP test of size o for Hy : 0 = 6 versus H; :
0> 60y

Solution In Example 1 we saw that the MP test
of size aw of Hy : 6 = 0y versus Hy : 0 = 61 > 0,
rejects Hy when > X; > ko, hence when Xn > ko
or, equivalently when X > k3 where k3 = ko /n.

Under Hy:
_ 1
X~ N (90, _)
n

and therefore (by standardising):

X—@o kg—(go
P (9:9() = (.
(x/l/n g V1/n ‘ )
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Namely, if Z is N(0,1), k3 is such that

PIZ > (ks — 05)/(1/y/)] = .

Thus, defining &1 as the inverse of the N(0, 1) cdf
(i.e. its quantile function),

ks — 6y

NG = o (1 — ),

so that

ks =0y + (1/v/n)d (1 — a).
Hence the MP test rejects Hy when X > ks, i.e.

in > nby + vnd 1 — a).

But this test is independent of 81, and so holds for
any value of 6.

By the previous Lemma, this test is then the UMP

test for Hy : 6 = 6 (simple) versus Hy : 60 > 6
(composite).
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Example An IID sample of n observations is ob-
tained from a Weibull distribution having pdf
=2 —a? /2
fx(a|p) = p "xe , x>0, u>0.

Suppose we wish to find a UMP test for the problem

Hy: = pg versus Hy @ > .
Consider then first the simple alternative

Hi @ p= pa, for some piy > pu,

for which we are going to find an MP test by the
Neyman-Pearson lemma. The likelihood ratio is

L(zx|Hy)
L(x|H})

AMx) =

o (T exp (5 X 22)
pr? (M) v (—5 X ?)

2n
H1 1 1 )Z 2]
= [ — exp | — — xi| .
(Mo) [ <2M(2) 2043
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Taking logs,

log M) = 2nlog(p1/po) — ( 3 2u1> >

Ho

and thus the inequality A\(x) < k is equivalent to

2
_ (“1 )Zx < ky = log k — 2nlog (1 /o).

2#0#1
Since 1 > o this is equivalent to
2
Zx > kg = Moﬂh k.
Mo

To determine k3 we need to find the distribution of
X? (not that easy/obvious).

It is actually more convenient to consider Y = X?/p?,
Then X = uvY and

—1

dyY
py(y) = px(u/y) X [change of variable
dxX Xy
= (N\f)e y/2 <2\f> , when y > 0

1
= §e_y/2, when ¢y > 0

and thus Y has a Exp(1/2) distribution.

[Recall that fx(x|p) = ,LL_2$€_£2/2M2]
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Having considered Y = X?/2 we can now rewrite
ZZEZQ > k3 as ZyZ > Cy = ]fg/,u%
To determine ¢y we need to know the distribution

of the sum of n independent Exponential random
variables (Y;).

We can show that the sum of n independent Expo-
nential random variables with the same rate follows

a Gamma distribution: ) Y; has a Gamma(n, 1/2)
distribution.

Having known what distribution does ) Y; follows
we should choose k3 as co,u% where

P(Gamma(n, 1/2) > ¢y) = a.

There are no Tables available for all Gamma distri-
butions, but for a given n and a we can use R to

find cy.

The test is then to reject Hy if > a7 > coui. Be-
cause this procedure is independent of gy, it is also
the UMP test required.
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As an example, suppose n = 10, up = 1 and a =
0.05. From tables we find that

P(Gamma(n, 1/2) > 31.41) = 0.05

and thus by typing in R
qgamma (0.05, shape = 10, rate = 1/2, lower=FALSE)
we find that ¢y = 31.41 So we reject Hy it

D a7 > 3141 x 17 = 3141,

3.4 Likelihood Ratio Tests

[t can also happen that there is no UMP test.

Example If X1,..., X, are [ID N(6, 1), is there a
UMP test of size « for

Hy:0=10yversus Hy : 0 # 6y 7

By the previous results there is a UMP test if and
only if there is a common MP test of Hy : 8 = 6
versus Hy : 60 = 6, for any 6, # 6.

But the MP test rejects H if
ZZCZ' > nby + \/ﬁq)_lﬂ — Oz) if 81 > 6y,

ZQEZ‘ < nby — \/ﬁq)_lﬂ — oz) if 61 < (90,
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(exercise!) i.e. tests are different depending on 6.
[t follows that there is no UMP test for this problem.

So what if no UMP test is available?

One solution is to use a Likelihood Ratio Test.

Suppose we wish to test

Hy:0 €06y versus H;: 0 € Oy,

where Hy and H; may be simple or composite, and
0 can be a vector. If both are simple then we are
back to the Neyman-Pearson Lemma.

Definition The likelihood ratio test statistic is given
by

Ax)

or in other words

~ value of likelihood when maximised under Hy

AMx) =

value of likelihood when maximised under H;
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Definition The Likelihood Ratio Test (LRT) of
size v of Hy : @ € O versus Hy : O € Oy is given
by

1 when Ax) < k,
¢(x) = ¢ v when \(x) =k,
0 when A(x) > k

I

where k and ~y are chosen to satisfy

sup P(reject Hy|0) = sup E|¢p(X) | 0] = a.
96@0 06@0

This test is a generalisation of the MP test for simple

hypotheses in the Neyman-Pearson lemma. Note
that when Hy and H; are both simple, the LRT is
exactly the same as the MP test.

Example Suppose X7, ..., X, are [ID N(0,1).
Find the LRT of size « for

Hy: 0 =06versus Hy : 0 # 6.

The likelihood 1is

px(@lf) = (2m) "2 exp {; > (ai- 9>2}

1=1
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and the likelihood ratio is

B SUpezeopx<w|9> B px(x|00)

a SUP@%QOPX(CEW B SUPQ;AQOPX(CBW)'

Now the denominator is the maximum possible value
of py(x|6), that is:

sup p (€|0) = py (),
0-£0,

where 0 is the MLE of 6. Here § = z (exercise!), so

n

PX(CB@ — (2%)_”/2 exp {;Z(azz — x)Q} .

1=1

The likelihood ratio is then

M) = exp {—; [Z@% 02— > i - x)2] } |

Expanding and simplifying, this is

n

M) = oxp {—5@ _ 90)2} .
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We reject Hy if and only if A(x) < k:

exp {—g(:ﬁ — 90)2} <k&e|z—0)>K,

where K satisfies

sup P(Reject Hy | Hy true) = a,
0O

sup P(|X — 6| > K|0) = a,
€Oy

1. €. P(‘X—Q(ﬂ >K‘9:90):OA

Under Hy, X —6y ~ N(0,n™1). Let again ® be the
cdf of the N(0, 1) distribution:

P(|IX — 6y > K |0 =0y =«
& PHX —0y> K} or { X —0y<—-K}0=10)=a
o PX —bOy< —K|0=0)=a (by symmetry)
& 20(—K/(1/vn)) = o
o K= -—n"207a/2).

The LRT of size « is then
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o) = 1if |2 — 6y > —n~ 2071 (a/2),
T 0if |z — 6| < —nV20 7 a/2),

i.e. reject if and only if |2 — 6| > —n =207 (a/2).

3.5 A particular problem: nested hypothe-
ses

Suppose here that 0 is a vector of parameters with
g > 0 components, and consider the sets

@O — {939:<907H>7 HOERp}a
0, = {0 0 = (00,91), 0, € R, 0 GRq_p\{[,l,}}.

Here, o is a fixed vector having ¢ — p components.
The integer p > 0 is thus the number of free param-
eters in the restricted statistical model offered by
the space of parameters ©g, which is nested in the
space O; of parameters having ¢ free components.

Consider then the testing problem
Hy:0 €0y versus H;:0 € Oy.

Example Suppose X1, ..., X, are[ID N(6,1). The
testing problem

Hy:0=0versus Hy : 0 # 0

is one such problem, with p =0, ¢=1, p = 0.
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Wilks’ Theorem Under general conditions, when
n is large, the likelihood ratio

_ SUPg e, Px(X10)
SUPgGg, Px(X|0)

A(X)

is such that —2log A(X) = x;_, under Hy.

The case p = 0,_, makes Wilks’ Theorem interest-
ing in model selection: not rejecting Hy means that
a simpler model (7.e. with fewer free components)
might be favoured.

Example In a simple linear regression,

Y; = a+Bxi+e; with g, ~ N(0,0%), i =1,2,...,n

we could test Hy : 8 = O versus Hy : 8 # 0 by
approximating —2log A\(X) by a 7 distribution.

It should be noted that Wilks” Theorem involves
an approximation. As such, it is only suitable for
large n and there is an uncertainty on its actual
performance.
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Example Suppose X1, ..., X, are [ID N(0,1). In
the testing problem

Hy: 0 =06y versus Hy : 0 # 6,

we saw that p = 0 (because 6 is fixed and known)
and ¢ = 1. Besides

 supge, px(X10)  p (X|0 = 6o)

- supgee, Px(X10)  p(X|0=0)

A(X)

where 0 is the MLE of 0. Because

n

P (X|0) = (2m) " exp (—; Z(XZ — 8)2>

i=1
and 0 = X =n 13" X;, we showed (sce earlier)

n

AX) = exp ( (X - 90)2) .

Wilks’ theorem predicts —2log A(X) = xi for n
large.
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In fact,

—2log M(X) = n(X — 6)*

and X has a N(6y,1/n) distribution under Hy, so
that

n(X —00) = [V {X —6p}]" = [N(0, )] = x3.

In this case, Wilks’ theorem is actually exact.

3.6 An equivalent view: Confidence sets

Definition A 100(1 — «)% confidence set C(X)

for the parameter # is a random set such that

P(@()EC(XHQ:@()):l—Oé.

A confidence set provides a range/set of plausible
values for an unknown parameter.
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Example Let X1,..., X, be IID N(u,0?), p and
o unknown; construct a 100(1 —a)% confidence set
for .

1. Find a pivotal quantity, ¢.e. a function of the ob-
servations and parameters whose distribution does
not depend on any unknown parameters.

In this case,

X —
2 24, (Student with n — 1 d.f)
V8e/n

where S? is the usual unbiased variance estimator:

52 = 1 > (X - X)

n—14
1=1

Since the parameters of ¢,,_; do not depend on p or
X—p

7 S2/n

is a pivotal quantity.

Recall that the Student distribution with n — 1 d.f.
has pdf

- [(n/2) 2\
) = e D= 12 (1 - 1) |
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Let ¢,_1 g be the quantile of the Student distribution
with n — 1 d.f. at level :

P(Y <t,_13) =0.

The Student distribution is symmetric, so t,-1 5 =
—tp—1,1-5

Thus
Pl—ty 1102 <Y <t, 11ap=1-a

2. Rearrange this statement around the parameter
of interest:

_ /S2 /52
X — tn 1,1— oc/2<,U<X+ tn 1,1— 04/2]
n mn

=1 — «a.

P

3. Extract the confidence set from the relationship
obtained:

_ 52 52
C(X) = [X \/ ntn 1,1-a/2) X+’\/ ntn 11— a/2]

is a 100(1 — a)% confidence interval for p.
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When a pivotal quantity is difficult to obtain, one
can try to find approximate confidence sets using the
asymptotic behaviour of an estimator (for instance,

the MLE).

Definition A 100(1—«)% approximate (or asymp-
totic) confidence set C,(X) for the parameter 6 is
a random set such that

POy e Co(X) |0 =0) > 1—a asn — .

A key element for computing such a set in practice
is the following result.

Slutsky’s lemma Assume that § is a consistent
estimator of 8, and Z,, is a sequence of random vari-
ables such that Z,, =~ Z when n is large. Then we
have

~ ~ Ly 4
Zn+0=2Z+4+0, 0Z,~0Z, ?zg

when n is large.
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Example If X7, ..., X, are IID Poisson distributed
with unknown parameter 6, find an asymptotic 100(1—
«)% confidence set for 6.

In this case, the log-likelihood is
(0] X) = —nf +1log(6) Y X;— > log(X,)
i=1 i=1

ol
0 X) = — X;.

a%' ”+9§:

The MLE is then § = X = n~! DD, €

The Fisher information matrix for a single observa-
tion 1s

i(0) :lE[ §QQ(Q|X)] Egj) :%.

n
By standard ML theory, 0 is consistent (mean square
error tends to zero as n — oo and satisfies

AN

V(0 —0) =~ N(0,0)
as 1 — 00.

Equivalently, for large n, we have:

H—¢
V0

V="~ N(0,1).
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Because (of consistency) 0 — 0, we have Vo -
V0: then, by Slutsky’s lemma,

h—6

Y

Vn ~ N(0,1)

for large n.

Let then g_,/2 be the quantile of the normal distri-
bution at level 1 — /2. The approximate 100(1 —
a)% confidence interval for 6 is:

_ 0
C(X)= X — 9104/2\/;7 X + q1-a)2

This is only suitable for large n/!

S| <)

Note that in large samples (n — 00): 8 = N (0, I71(0)
and hence an approximate confidence set can be ob-
tained using the asymptotic behaviour of the MLE:

é — Q1_@/2 ) 0 + Q1—Oz/2

If 4 is based on an IID sample then 1(8) = ni(6)
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Duality confidence sets—hypothesis testing

Suppose that there is a 100(1 — )% confidence set
C(X) for 0, i.e.

P(@()EC(XHQ:@()):l—Oé.

Then a test of size a for the null hypothesis H :
6 = 6y is defined by the test function

Hx) = { 0 if 6y € C().

Conversely, suppose that for every value 6 in the
parameter space O, there is a non-randomised test

at level o of Hy : 8 = 6y. Denote the critical region
of this test by A(fy). Then the set

C(X)={0cO:X ¢ A0)

is a confidence set for 8, with confidence level 100(1—

a)%.

Note that the alternative hypothesis is not specified
here. Of course, the actual power of the test depends
on the alternative!
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The Delta-method

Context Let 8 denote an estimator of an unknown
parameter 6 based on a sample Xy,..., X, Sup-
pose the asymptotic properties of 8, as n — o0, are
known.

Question: If h: ©® — R is a known function, what

AN

can we say about h(@)?

Example Let X1, ..., X, be IID Exp(6). If  de-
notes the MLE then we have by ML theory

V(0 — 8) ~ N(0,[i(0)] ) = N(0,6%).

What about the estimator of the mean, 1/ 67

4.1 The univariate case

Let & denote an estimator (MLE, or anything else)
of an unknown parameter 8§ € © C R based on a
sample X1, ..., X,.

85
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Suppose it is known that as n — oo,

AN

Vvn(@ —0) =~ N(0,V)

é%N(H,K>
n

Theorem (Delta-method) Suppose that h has
a nonzero derivative at 6. Then:

or

Vn(h(0) — h(0)) =~ N(0,{h'(9)}*V) as n — oo.

And hence an approximate 95% confidence interval
is given by:

h(6) F 1.96|1'(6)|V'/?//n

Proof (not examinable)

Recall that h has a first-order Taylor expansion at
the point 6:

h(0) = h(6) + (0 — O)W'(0) + (0 — O)R(0 — 0)

where R = R(z) is a function converging to 0 as
x — 0. Because

V(0 —0) ~ N(0,V) as n — oo,

it follows that @ is consistent for 6. Hence, by Slut-
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sky’s lemma, the convergence

V(0 —0) RO — ) — 0.

A\ . 7 \\ 4
-~

—N(0,V) —0

Using the equality a x N(0,V) = N(0,a?V), we
obtain

v (h(0) — h(8)) ~ [Vn(0 —6)]H(0)
h'(0) x N(0,V)

= N(0,{W(6)}*V)

Q

Q

as n — oo, which concludes the proof. .

Example Suppose X1, ..., X, are[ID N(6,1). The
MLEoffis=X=n"1>", X,

What is the asymptotic distribution of 027
ie. h(f) = 6

Here:

AN

Vvn(0 —0) ~ N(0,1) as n — oo,

and

02 — 6% = h(0) — h(6)

with h(z) = z?. Then h/(xz) = 2z and so, by the
delta-method with V' = 1:



Vi(f® —6%) = n(h(d) — 1(6))
N(0,{n'(0)}°V)
— N(0,460%) as n — oo.

Q

Consequently, 02~ N (62,46%/n).
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4.2 The multivariate case

The case when the parameter is multivariate is even
more interesting, because it allows for a wider range
of applications. First of all, we give a formal defini-
tion of the multivariate normal distribution:

Definition A random vector Y = (Y3,...,Y))
having p components is said to have a multivari-
ate normal distribution if any linear combination of
its components has a normal distribution:

Ve = (c1,...,¢y), €'Y has a normal distribution.

If moreover the covariance matrix V' of Y, that is

Vl'j = COVO/@, Y}),

is nonsingular (i.e. of full rank p), then Y has pdf

Op(ylp, V)
= (2m) PRV [T exp{—3(y — W)V (y — w)}-

Here p (p x 1) is the mean vector of Y. We write
Y ~ Ny(p, V).
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Suppose now that 6 is an estimator of @ that satisfies

V(0 —8) ~ N,(0,, V) as n — oo

where 0, 1s the zero vector in R” and V' 1s the p X p
covariance matrix of the limiting normal distribu-
tion.

Theorem (Delta-method) Suppose that h is a
differentiable function having nonzero gradient Vh(8)

at 8. Then

Vi (h(8) — h(8)) =~ N (0,{Vh(8)}TV{Vh(8)})

as n — Q.

Recall that the gradient of h is the vector of its
partial derivatives:

o -
56,0

oh
Vh(H) — 8h o B {aer (6)}137“39.
8—9]9( )
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Proof (non examinable) The idea is to mimic the
proof of the univariate case. Let Y = y/n(0 — 0).

Then 6 = 0 +n~Y2Y and thus, by the multivariate
Taylor formula:

hB) = h(B) +n {VhOYY

+ terms of order smaller than n /2.

Rearranging yields
\/ﬁ(h(g) — h(H)) = cY + terms converging to 0

where ¢ = Vh(0) is the gradient of h at 8. It follows
that

Vi (h(8) — h(8)) = cTY £ N (0,{Vh(0)}TV{Vh(§)})

as n — 00, using the following property:

Yy £ N(c"u,c™Ve).
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Example. Suppose Xi,...,X,, is an IID sample
from N(p,o?). We wish to estimate p?/o?, called
the coefficient of variation or relative standard devi-
ation.

Let @ = (01,05)T = (1, 0*)T and define h: R* — R
by h(0) = 0?/0,, so that u?/o? = h(6). We esti-
mate @ by the MLE 6. From standard ML theory;,

V(0 — 8) ~ Ny(04,4(0) ") as n — oo

where 2(8) is the Fisher information for a single ob-
servation. To find 2(@), we consider the log-likelihood
for a single observation x:

1 1 1
[(01,6) = ) log(27) — 5 log 05 — 2—92(:1: — 0,)%

8[ Xr — (91 81 1 1
Then — = -
o6 T 0, o0, 20, 202

(0N

(ZIZ — (91>2,

A G B N
062 6, 062 20 63
(92l (:1:—(91)

00,00, 62

<£C — (91)2

and
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Now E(X —0;) =E(X)—p=0and E[(X —6,)?] =
E[(X — p)?] = 0% = 0, so that

T 2\
— 1D
. <89%) (891592)

0?1 021
E -
_E(%%) (893) _
0
65

0 1
205

As a consequence,

AN

V(0 — 0) x Ny(02, V)

where

o — 0y 0
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To conclude, we compute the gradient of A:

20, 67\
Vh() = (9_21 —9—;)
2

Oh() 1 20,
)
00, 6, O = S
Oh(0) 1

80, 62

since

and

{(Vh()}V{Vh(8)}

407 201
+ 2
0y 03

207
03 7

205 + (92)

By the delta-method, we have as n — oo:

20%(204 + 07)
03 ‘

V(1@ - 1(©) ~ ¥ (o
In other words,

~2 2 2222 2
\/ﬁ(i—%>zjv<o, “<U4+“)).

g2 O o




Chapter 5

Introduction to Bayesian statistics

5.1 The Bayesian paradigm

5.1.1 Basic concepts

In classical /frequentist statistics, the unknown pa-
rameter 6 is regarded as having some true fixed
(non-random) value, and all probabilistic statements
relate to observable random variables X1, ..., X,,.
Inference essentially depends on how likely the ac-
tual outcome is compared to other possible out-
comes.

In Bayesian statistics, 0 is seen as a random variable,
and probabilistic statements can be made about 6
and about any other unknown quantity. Inference
depends on (i) initial beliefs about @ and (ii) how
knowledge of the data is used to update these beliefs.
In other words, the observed data in the Bayesian
paradigm are treated as fixed (non-random) quanti-
ties.

95
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Bayesian inference

The following framework is adopted [same as before]:

(i) A probability model for the data

CUZ(ZCl,...,ZEn),

given the parameter vector 8, is denoted by p (x|8).

(ii) Initial belief about the parameter @ is summarised
by a distribution with pmf/pdf 7(0), called the prior
distribution on 0.

With these elements, and using Bayes” Theorem:

P(A|B) = P<B|A>%,

we get the posterior pmf/pdf of @ given the data @:

r(6)2) = py(al6) "
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Here m(x) is the marginal pdf/pmf of a: if © is
discrete then

m(x) = > py(x|0)m(8),

and if © is continuous then

m(x) = /He@px(x|9)7r(9) de.

The posterior pmf/pdf of @ given the data is an ex-
pression of our updated beliefs about the parameter
0 after the data has been observed.

Note: We shall often use the formula

m(0|x) x py (x|0)T(0), 0 € O,

where o< denotes the proportionality symbol.
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It is indeed often unnecessary to compute the actual
value of the normalising constant: in particular, any
time we want to know which family of distributions
the posterior belongs to, it shall be enough to merely
compute

Px(x|0)m(0) (for 6 € O)

and recognise the resulting pmf/pdf “up to a con-
stant” .

We illustrate this on the next example.

Example Let X1, ..., X, beIID Bernoulli rvs with
success probability 6, ie. P(X; = 1) = 6 and
PX;=0)=1-9.

Suppose that the prior density on 6 is Beta(g, h)
(i.e. we express our prior beliefs about 6 with a
Beta distribution:

g—1/1 _ pn\h—1
v € (0.1), () = f(;l@ hQ; |

1
with B(g,h) = / 9911 — )" ap,
0



5.1. THE BAYESIAN PARADIGM 99

Also, suppose that we observe some data, x, where
x = (x1,...,2,). Then for 6 € (0, 1),

B(g.h)
7'('(9‘33) — 1 n p9—1(1—p\h—1
fo (Hizl ‘9%(1 o ‘9>1_%) é(g,hg do

99+sz’—1<1 _ 9)h+n—2xi—1
Blg+> z,h+n—>3 x;)

while if 8 ¢ (0,1), w(f|x) = 0. Thus

m(0|x) ~ Beta(g + Zazi, h+n— Zazz)
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Alternatively, using the oc symbol: for 6 € (0, 1),

m(0lx) o< m(0)px(x|0)

o 097 (1 = 0)'1o=Ti(1 — g)"

X Hg—i—Z:Ui—l(l . Q)h—I—TL—Z:UZ'—l.

The posterior pdf is proportional to a Beta(g +
> xi,h +n — > x;) pdf, so the posterior distri-
bution must be a Beta(g + Y x;,h +n — > x;)
distribution. In other words, we recognise the last
expression above looks like the pdf of a Beta distri-
bution.

This is much quicker than the full computation!

Example Let X1, ..., X, be IID Exp(#) rvs. Sup-
pose the prior density on 6 is exponential Exp(g)
and we observe @ = (x1,...,2,). Then for 6 > 0,

m(0]z) o px(|0)r(0)
~ e—gQQne—Gin

x O Olgt2 i)
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and the posterior is then a Gamma(n+1,g+ > x;)
distribution.

5.1.2 Sufficiency

Theorem Suppose T'(X) is sufficient for . Then

m(0|x) = =(0|T(X) = 1),
i.e. the posterior distribution of 8 depends on the
data through the sufficient statistic 7'(X) only.

Proof If T is sufficient for @ then the distribution
of X given T does not depend on #. In other words,

px<w“9> :pX<£B,t‘(9> — pX<$‘t,(9>pT(t‘9)
= px(x[t)p,(t]0).

Therefore,

m(0]x) =

m(0)p,(t|0)
~ [, (0)p,(t]6) do m(0l1)

which is what we wanted to prove. .
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Example In the example of the n Bernoulli trials
on slide 95, recall that

m(60|x) ~ Beta(g + Z Ti, h+mn — Z i),
i.e. the posterior depends on data only through

t = Y _ x;. We have seen previously (slide 21) that
T =) X, is sufficient for 8 in this case.

5.2 Choice of prior distribution

Choosing a prior for 6 consists of two steps:

(i) Choosing a suitable family of distributions, e.g.
Beta(g, h);

(ii) Choosing suitable parameters for that distribu-
tion, i.e. values for g and h.

We will largely address (i) in what follows.

5.2.1 Non-informative priors

What if we have little or no prior knowledge about
07 In this case we want the prior to influence the
posterior as little as possible, 7.e. we want the pos-
terior to be dominated by the likelihood.

We consider three ways of trying to do this: an ig-
norant prior, a vague prior and Jeffreys’ prior.

Another possibility, beyond the scope of this mod-
ule, is to use reference priors (i.e. maximise the
expected difference between prior and posterior).
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(i) Ignorant prior Represent ignorance by “all
values of 6 are equally likely.”

If 6 is discrete with a finite number m of possible
values 601, ..., 0, then take the discrete uniform dis-
tribution over these values:

1
w0)=—, i=1,...,m.
m
In other words, before seeing the data all the values
6, are equally likely.

If 0 is continuous over a bounded interval (a, b) then
take:

0~ Ula,b), ie w0 =((b—-a)", 0ca,b).

If 6 is otherwise unbounded, take the improper con-
stant prior equal to 1:

w(0) =1V60 € ©; here / 7(0) df = oc.
o

Note: improper priors (ie distributions whose pdfs
do not integrate to 1) are OK so long as the corre-
sponding posterior is proper.
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Drawback If we are ignorant about 6, we should
also be ignorant about 62, e7? etc. But if 7(0)
is constant (ie improper), the prior on 1 = 62

() = w(1/1)/2+/1 is not a constant, etc. This is

an awkward issue.

(ii) Vague prior knowledge Choose a prior
with large or “infinite” variance, or a “very flat”
prior.

Example Xi,..., X, IID N(0,0°) where o2 is
known, and prior § ~ N(b,d?) in which d is large,
i.e. d — 0o. Then:

7 (0]2)oxexp {—2%2 S (i - 9)2} exp {—2%2(9 _ b)z}
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and so 7w(0|x) ~ N (B, D?) where

nz b
B= <fjj+6f) and D? = — : -
2+ 2) 2T E

2 .
Asd = o0, B =z, D?> — - 80 assuming vague

prior knowledge for 6 gives 7(0|x) ~ N(z,0%/n).

(iii) Jeffreys’ Prior Jeffreys suggested the prior
m(0) o< \/1(0),

where I(0) is the Fisher information in the statistical
model X|6.

Contrary to what happens for the ignorant prior,
Jeffreys’ prior does not depend on the parametrisa-
tion used.
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Indeed, if the prior chosen when using the 6 parametri-
sation is w(0) o< \/I(f), and if b = f(0) is a
reparametrisation where f is a one-to-one mono-
tonic and differentiable function, then the prior 7 (1))
in the 1 parametrisation will be

(1) oc A/ I(1))

where I (1)) is the Fisher information in the ¢ parametri-
sation.

Example X1, ..., X, IID Exp(A). Then for A > 0,

- 92
Fisher Informatio: I(\) = —E %logpx(wp\)]
- o2
- _F |2 n_—AY. x;
Bt og(A"e )]
n
=

so Jeffreys” prior is w(\) oc 1/A, for A > 0. Note
that this is an improper prior.

Consequently, for A > 0,
T(Alx) o< py (x| A)m(A)

1
X 3 N~ A2 %

n—1_—\>» z;
xX \N'e ZZ,
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which means

m(A|x) ~ Gammal(n, Z ;).

5.2.2 Conjugate Priors

It is often convenient to choose a prior which gives
rise to a posterior distribution of the same form as
the prior. It helps in particular to assess the updat-
ing effect of the data on the posterior distribution.
Such a prior is called a conjugate prior.

Definition A class C of distributions is said to form
a conjugate family for p(x|@) if the posterior dis-
tribution 7 (@|x) is in C whenever the prior distri-
bution 7(0) is.

Example C = {Beta(a, 8)|a, 8 > 0} is a conju-
gate family for the Bernoulli distribution (see earlier
example ).

We now state and prove a general result on conju-
gate priors in the one-dimensional exponential fam-
ily.
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Theorem If X = (Xy,...,X,) is an [ID sample

from

Px(x|0) = exp{A(0)B(x) + C(0) + D(x)},

a conjugate family for py (x|0) = [[/_; py(xi|0) is
given by
1

m(0) = k(u,v)

exp {uA(f) +vC(0)}, 0 € ©
where u, v are prior parameters and

k(u,v) = /@exp {uA0) +vC(0)} db

is a normalising constant.

Proof Here

py(]f) = exp {A(Q) S Bla) +nC0) + Y D(:z:i)}

and thus, for 0 € O,

7(0|x) ocexp{ ZB z;) + nC|( )+ZD(:€Z)}

x exp {uA(0) +vC(0)}

X exp { [u + Z B(:z:z)] A(9) + [n—HJ]C(@)} .

This is of the same form as w(6), with u replaced by
u+ Y B(x;) and v replaced by v + n. .
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Example Suppose X has a Poisson distribution
with parameter 8; then

o« —0
Py (T|0) = 6' = exp{xlogh — 0 — logx!},
z!

so that X|0 is part of the exponential family with
A(f) =logf and C(0) = —6.

Thus, a conjugate prior is

7(0) o< exp {ulogf — vh} = %™, § > 0,

i.e. m(#) has the form of a Gamma distribution.

To check this: suppose 7(#) ~ Gammal(g, h), so
7(012) o p(]6) 7(0)

o 92 x; 6—n0 99—1 6—h9
oc QItr Tl g=(hEn)f g S (),

which means

m(0|x) ~ Gamma(g + Z zi, h+n).

Note that the prior distribution was:
7(0) ~ Gammal(g, h).
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Notes on conjugate priors

(i) A conjugate family may exist even if p,(z|0) is
not in the exponential family.

(ii) Conjugate priors make the calculation of 7(6|x)
easier: the form of the posterior distribution is known
in advance, so it only remains to compute posterior
parameters.

(iii) Conjugate priors make it easy to see the effect
of the data on the posterior through the updating
formulae.

(iv) Conjugate priors can sometimes be too restric-
tive, especially when 6@ is a vector. We shall see
an example later (in Chapter 6) in which conjugate
priors impose rigid conditions on the prior/posterior
dependence structure.

5.3 Bayesian Point and interval estimation

Since we are interested in the entire posterior distri-
bution of a parameter, point/interval estimates are
(only) useful as summaries of the posterior.
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5.3.1 Summaries of location

We focus on location summaries for a univariate pa-
rameter 6. Three popular possibilities:

(i) The posterior mean: E[f|x].

(ii) A posterior median, i.e. Oyeq such that

P(O < Opea|) > 1/2 and P(0 > Opea|x) > 1/2.

(iii) The posterior mode, i.e. 8y such that

(0 |x) = sup w(0|x).
dSS)

Note: if the prior is constant then the mode is the
MLE based on the data.

The usefulness of these quantities depends on the
shape of the posterior density: symmetric? how
many peaks? (among others)
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Connection with loss functions

Suppose we use a parameter value z (“best guess”,
point estimate) when the true (random!) value is

0. The loss in doing so will be denoted by L(g, 0).

Common loss functions are:
(i) L(6,0) = (§—0)? called squared loss, or L2—loss:
(i) L(6, §) = |6—6| called absolute loss, or L'—loss:
0if 6 =0

1 if 6 £ 0

Posterior uncertainty about 6 is described by 7(60|x)

, the all-or-nothing loss.

@QL@ﬁy_{

and so we may wish to use the value of 6 that min-
imises the expected posterior loss

E[L(6, 0)|x] = /9 . L(6,0)r(6]x)do.

Using the above loss functions results in the afore-
mentioned choices of 6:

(i) § = E[f|], the posterior mean:
(i1) = 0m0q, the posterior median:

(iii) |discrete € only, no analogue in the continuous
case| 6 = 0, the posterior mode.
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Proof of (i) when E[0?|x] < oo:

The goal is to compute E[L(6, ) and find the value
of 6 that minimises it!

E[L(6,0)|x] = /9 66(5 — )7 (0|x)do

— A0>—2BO+C
with A = / m(0|x)df =1,
0cO

B = ,/ee@ Om(0|x)dd = E|0|x],

and C' = / 0*m(0|x)do = E[6?|x].
0cO

This is a convex polynomial of degree 2, whose deriva-
tive w.r.t. @ is zero if and only if

2A0 — 2B = 2( — Elf|z]) = 0 < 6 = E[f|].

The minimiser is then E[f|x] as required. .
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The proofs of (ii) and (iii) are omitted and are not

examinable.

5.3.2 Interval Estimation

Definition The region C,, is a 100(1—«)% Bayesian
Credible Region (BCR) for 6 if

PO € Cylx) =1 — a.

Note that such regions are not unique, so we look
for a “canonical” choice of credible region.

Definition The region C,, is a 100(1—a)% Highest
Posterior Density Region (HPDR) for 6 if

Co =10 : n(lx) =~}
where 7y is chosen so that P(§ € C,|x) =1 — «.

In short: the HPDR gives the BCR that contains the
most plausible values for the parameter after looking
at the data.
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Notes

(i) The HPDR gives the smallest (i.e. shortest)
100(1 — )% BCR for 6.

(ii) Computing the HPDR may not be easy if the
shape of w(f|x) is complex (a bimodal nonsymmet-
ric distribution, some non-monotonic pdfs...)

(iii) To compute the HPDR you should know the full
form of the pdf/pmf. This implies that for this kind
of calculation the proportionality symbol should not
be used. Or, if it is used then we need to normalise
the posterior density, i.e. find the marginal likeli-

hood m(x).
Example Suppose 0|x is Beta(2,23) i.e.
m(fx) = 5520(1 —0)*, 0<6<1.

This pdf increases towards its mode and then de-
creases.
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To find the HPDR, we solve
b
L/5m9u—aﬁd9=1—m
with a and b such that
552 a(1 — a)* = 552b(1 — b)*.

This should be done numerically'!

Example Suppose 0|x is Beta(1,24) i.e.
m(flz) =24(1 — )%, 0<6<1.

This pdf is monotonically decreasing: the HPDR
has the form (0, ).

To find the HPDR explicitly, we solve
b
L/2Ml—®%d9:1—a,
0

that is, b = 1 — a'/2*, Thus
(()7 1 . 051/24)
is a 100(1 — a)% HPDR for 6.
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Example Recall that a Normal model with g un-
known, o known and a vague Normal prior gave

(ulz) ~ N(z,0%/n).

The posterior density is symmetric: we find (exer-
cise!) that the 100(1 — a)% HPDR is

_ o _ o
(CU — Q1—a/2%7 X + Choz/2%)

where q;_ /2 1s the quantile of the standard normal
distribution at level 1 — a;/2. This interval is iden-
tical to the frequentist confidence interval for u.

Frequentist confidence intervals versus Bayesian cred-
ible intervals

These are interpreted differently.
1. If Cpis a 100(1 — )% BCR for 6, then

P(@E CB|€L’> =1—«

and @ should be thought of as a random variable.

2. If Cois a 100(1 —a)% classical confidence region,
then 6 (which is assume to be non-random) has a
true value 6y and

P(QoECC‘QZQ()):l—Oé,

i.e. in the long run C¢ contains the true value in
100(1 — a)% of repetitions of the experiment.
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5.4 Large sample properties of the posterior

Suppose & = (x1,...,2,) is an 1ID sample from
the distribution with pmf/pdf p,(-|0). Write the
likelihood of this sample:

L(f|x) = HpX (x;]0)

and [(f|x) = log L(0|x).

Suppose that n is large. Then

ons)
where @ is the maximum likelihood estimator of 6,
i.e. the 6 which maximises [(8|x), and [, is the
observed Fisher information defined by

~ 0?1

Lobs = =273 g

and may be derived either analytically or using the
computer.

m(0|x) ~ N (5

Ideas of proof which is not examinable When
n is large:

(i) the effect of the prior distribution of # on the
posterior is negligible;
(ii) the log-likelihood is approximately quadratic in
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a neighbourhood around 0 (Taylor expansion) which
contains most of the posterior probability.

5.5 Bayesian Model Comparison

Bayesians view hypothesis testing as model compar-
ison. The issue is not whether or not a hypothesis
is true but rather whether a model described under
one hypothesis is preferable to one under another
hypothesis.

Note that the model specification includes the prior
distribution of the parameters, since the posterior
distribution depends on the prior distribution.

Suppose we wish to compare the two models:
Mo ZpSS)(CBWo), 7T()<(9())
M, - p{(]61), mi(6)

and we believe one of them is the “true” model.

Prior beliefs about the models can be expressed by

probabilities P(Mj) and P(M;) = 1 — P(M,).
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[f we observe data X = @ then, using Bayes’ Theo-
rem, the posterior probability of model M;, 1 =0, 1,
1S

P(M;)
P(x)

P(M;|x) = P(x|M;) (abuse of notation)

m;(x)P(M;)
mo(x)P(Mo) + mq(z)P(M)

where
0,€0);,

is the pmf/pdf of the data given that model M; is
true.

The posterior odds in favour of model M; are then

P(Molz) — mo(z) P(M))
= Z;Ez; X prior odds.

Therefore, the influence of the data on model se-

lection is quantified by the ratio of the marginal
pmfs/pdfs of X, which is mq(ax)/mo(x).
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Definition The quantity

my () fpS? ([01) m1(61) dby
mo(w) fp $|90 0 90) db,

is called the Bayes Factor in favour of model M;
against model M.

The data indicate that My is “more likely” than M,
if and only if this Bayes Factor is greater than 1.

We do not think here about how large the Bayes Fac-
tor should be so as to ensure that model M; should
be preferred to model M, “with given confidence”.
This is a context-dependent question.

Example Suppose n = 1 and
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Then the Bayes Factor of model M; against M, is
calculated as follows:

mo(x):(27r)_1/2 exp(—z%/2)

(no prior, so no integration to be done)

o) [ " (om) 2 expl— (o — 62/

©. 9]

x (2md?) 12 exp[— (0 — b)?/2d%] db

1 L[ 2, b*
“omd ) P R
1 1 b
X exp{ [( d2) 6% —20 ( d2>] } do
1 L[ 2, U b> y
=513 |C T

[Ceof-3(02)
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Now the integral (I, say), is

> 1 1

(i)

Setting

the integral J above is

J:/+Ooexp (—(9_“>2) o = 2ro?

202

Thus
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Finally,

2
_ L, b <5’7+%)
1
X
V2m(d? + 1)
~ ex 1 2+ b% — 2bx
- T2 d? (1+ )
1
X
V2 (d? + 1)
1

(2]
eXP4 —57 % :
V2m(d? + 1) 2(d? +1)
Hence the Bayes Factor:

mar) 1 exp{—;fd; f>12)+€2}'

For instance, in the case b = 0, d = 1, the data in-
dicates that model M; should be preferred to model
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M if and only if

Note This is a rather technical derivation, even
though the prior chosen is a conjugate prior. It is
fair to say that, in general, Bayesian model choice is
harder to implement than frequentist model choice.
Fortunately, there are many cases(in the Bayesian
setting) in which choosing a conjugate prior makes
computations very easy, and we study one such ex-
ample below.

Example Suppose

My : X ~ Binomial(n, ), 6 =1/2
My : X ~ Binomial(n, ), 6 ~ Beta(a,b).
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)(1 /2)" and

n

Then for x = 0,1,...,n, my(z) = (
x

mi(x) = /0 px(x|0) ™ (0) db

n 1 L
_ 9a+33—1 1—0 b+n—a:—1d(9
() Bag ), 09

_ (D B(a +g,(2;)n — :z;).

The latter quantity is called the beta-binomial pmf.

It follows that the Bayes Factor in favour of model
M, against model M, is:

Bla+z,b+n—x)
mo(x) B(a,b)

5.6 Predictive Inference

Much of statistical inference aims to make inference
about a parameter 8, based on a sample z1,...,x,
from a population. This can in turn lead to inference
about the population itself.

In a Bayesian context, there is uncertainty about 6,
as described by the posterior w(6|x). Given 6, there
is also uncertainty about a future observation Y in
the observational model p,, (y|0).
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The predictive distribution combines these uncer-
tainties: by the law of total probability,

plylx) = /@py<y\9)w(9\x) do.

Example Let X1,..., X, ~ N(0,0%),0 ~ N(b,d?*),
and o2 is known. From the example earlier,

Olx ~ N(B, D?),
where
_(Z_ngd_b?) 2 (N 1\

Thus the predictive distribution for a future obser-
vation Y from the N (6, 0?) model is

plyle)= /_ Z(2m2)1/2 exp {_2%2@ _ 9>2}
% (27 D) "Y2 exp {-%(9 _ B>2} 0.

which is a similar integral to that of the example on
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slide 121. Using similar techniques gives

plylz) = \/Q;Wexp {—é(y - B>2} ,

with ¥2 = D? + o2, i.e.

Y|x ~ N(B,D? +c%).

Example Suppose the data Xi,..., X, are IID
Poisson distributed with parameter 6, and the prior
is  ~ Gamma(g, h). Then (see slide 105)

m(0|x) ~ Gamma(g + Z zi, h+n).

For a future observation Y ~ Poisson(f), the pre-
dictive distribution is, for y =0,1,2, ...,
plylx) =
/OO §Ye—b (h + n>9+2 X @g—kz xi—le—(h—l—n)e
o Y Plg+ 2. 2)
_ (h -+ n>g+2 B /OO Hy-l—g—l-z xi—le—(h—l—n—kl)e 40
y!I'(g+ > xi) Jo
_ (htm)rtem Ty +g+3 )
Yyl (g+ S ;) (b +n+ 1)yrotiw
(h+npres T(y+g+y x)
(h+n+ 1ot Dy + D(g + Yo xi)

since ['(y + 1) = y!.

do
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So for example, if g=h | 0, n=1, x1 =1,

1 T(y+1) 1
0 Ny +1)I(1)  2v
for y = 0,1,2,..., i.e. essentially the geometric

distribution for a fair coin toss.
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Chapter 6

The case of categorical data

6.1 Binary data

An observation which can only take two possible
values, usually 0 or 1 (i.e. a Bernoulli trial), is also
called binary. This arises when coding whether an
event occurs or not, or whether a treatment outcome
is positive or negative, for instance.

The simplest model for binary data (e.g. 0, 1, 1, 0)

is a sample of IID Bernoulli outcomes, X1, ..., X,
given # with P(X; = 1|#) = 6. The likelihood is,
for 8 € (0,1):

plx|0) = He% —g)!

_ (97“(1 . (9)71—7“

where 7 = > " | x; = number of successes.

We have seen in Chapter 1 that r, which has a
Binomial(n, 6) distribution, is sufficient for 6.

131
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A conjugate prior is 0 ~ Beta(a, 8): recall that it
1S

_ 1 a=1/11 _ p\5—-1 a=1/1 _ p\B-1
") = gy -0 x e 1= 6)
for 8 € (0,1).

Since r is sufficient, we know (see slide 97) that the
posterior distribution of 6 given the data x is exactly

the posterior distribution of # given r. Thus, for
0 e (0,1),

m(0|r) = m(0lx) oc p(x|)m(0)
x 0"(1 =691 — )Pt
_ 97"—|—oz—1<1 . 9>n—r+6—1.
Consequently 0|r = 6|x ~ Beta(r + a,n — r + ).
Recall that if 6 ~ Beta(a, 8) then (see handout!)
Q af3

E(0) = and Var(f) = RN e

a+
As 6|r also has a Beta distribution,

a+r
B{flr) = a+f+n
a+ n ~
— E(0) + 0
a+5+n<> a+B+n

where § = r/n is the classical MLE. So the pos-
terior expectation of 6 is a weighted average of the
estimates from the prior and the likelihood.
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6.2 Categorical data

Binary data are the simplest case of categorical data.
An observation is categorical if we just observe which
of k possible categories it falls into. Binary data
correspond to k = 2.

Suppose that Xi,..., X, are independent, identi-
cally distributed categorical observations given 0,
where P(X; =j) =0;,7=1,...,k

The probabilities 8; are such that

k
0; >0 (j=1,....k) and » 6;=1.

If n; of the x;’s are observed to fall in category j,
and we write n = (ng,...,nx), then

p(x|0) = HQ”J and p(n|@) =

n!
j=1 ke

ny.... N

Note that the multinomial coefficient

( n ) n!
ny, o, ..., Nk nl'nk'

is the number of ways to have ny observations in
category 1, ny observations in category 2, ... among
all n = ny+ns+ ...+ ng, observations. It coincides
with the usual binomial coefficient for k = 2.
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6.3 Dirichlet distribution

The natural conjugate prior family for multinomial
data is the Dirichlet distribution with parameters

Qq, o, . ..,ar > 0, which has pdf
k k
m(0) x H@?" " with 0; >0, Z@J =1
J=1 j=1
In short, @ ~ Dirg(aq, as, . .., ay), and we will write

S, for the unit simplex

Note that Dirs(aq, ) = Beta(aq, o), making the
Dirichlet distribution a generalisation of the Beta.
Observe that the posterior, given n = (nq, ..., nyg),
1S

7(0n) x p(n|0)7(0) H@n] HH%

k
= o7, 6es;

and so @n ~ Dirg(ny + ag,ne + ao, ..., N + ag):
the Dirichlet distribution is a conjugate of the multi-
nomial distribution.
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The Dirichlet pdf in full is given by
k
1 .
— 107", ees,
«) -

where the Dirichlet function is
k
12 Tley)
; .
P (o)

This gives us the normalising constant when we need
it. Note that the Dirichlet function is equal to the
Beta function when k& = 2.

D(a) = D(ay,...,ap) =

The prior expectation of each 6; is

k
1 ai—1
E(0;) = /9@- 0.7 do
0 = g 011

1 a;
= o110, 'do
e A1 G

J71

D(B1, - .., Br)
D(aq, ..., ap)

where 8; = o; + 1 and 8; = « for j # 1.
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Writing o = Zle a;, it follows that

E(0;)

Mo+ 1) 1. T(e))  T(ag)
Flag +1) [T}~ Do)

[Ma; + 1) T'(a)
[Map+ 1) INay)

F because [(z+1)=xal(x)
o

07

-
ijl Q;

[t can similarly be shown that

a;(a; + 1)

R(67) = aplag + 1)

Observe that these formulae are close to those for
the Beta distribution in the previous section. In
fact, this is because each #; marginally has a Beta
distribution, and more precisely:

0; ~ Beta | «;, Zozj

J7i
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It is also possible to calculate covariances between
the 6,’s. Write a = Zle a; and note that

k
1 a;—1
E = 7 de
(6:62) D(aq, ..., ap) '/Sk 0102 H Y,

J=1

k
1 a;—1
071052 | 1 0.7 do
D(al,...,ozk)/gk L2 H J

j=3
D(an+ 1,00+ 1,a3,...,a4)
D(ay, ..., )
Mo+ Dl (e +1)  T(ey)
[+ 2) ['(ap) ()
Q10
aglag+ 1)

Hence
COV(Ql, (92) = E(Qleg) — E<(91>E<(92>
— 109
Oé%(()éo + 1)

In general

COV(HJ', Qj/) =

—aay
’ 2 ’
Z]‘:1 & 1+ Zj:1 Qj

The covariance formula makes intuitive sense. If one
0; is large then we expect others to be correspond-
ingly smaller, due to the constraints > 6, = 1 and
0;>0,7=1,...,k.

L J#F T
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Expectations and covariances may similarly be cal-
culated for the posterior distribution as this is also
a Dirichlet distribution.

Remember the Dirichlet distribution is £ — 1 dimen-
sional and not k dimensional. There are really only

k — 1 free variables, since fixing any & — 1 of them
fixes the kth by > 6, = 1. The space of possible 8
values is the (k — 1)-dimensional set Sy.

6.4 Limitations of Dirichlet distribution

The Dirichlet has k parameters a4, . .., a; to repre-
sent prior information about the k — 1 free 6;’s.

So far, we assign some values to E[6,], E[fs] etc.
Given these values, we can choose aq, as, . .., a.

Question: How feasible is this?

Suppose we fix the prior expectations

E(6y),...,E(0;_1)

=t i=1,... k—1.

=—
23:1 Q;

Then E(6y) is fixed as well; besides, a; = t;c, where
k
as before g = ) 5 ai.

Having fixed the t;’s, only aq (or equivalently ay.) is
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left for us to choose. But

Oéz'<040 — Oéz'> B t2<1 — tl)

Oé%(&() + 1) ap+ 1

Var(@z-) =

So fixing any one variance fixes ag. Note that all
other variances are fixed, and all covariances. So
the Dirichlet family is not flexible enough to handle

all possible configurations of prior beliefs about the
9j7S.

This can be compared to the multivariate normal
prior Ny_1(p, V'), which has k — 1 free parameters
in the mean vector p and 5(k — 1)k free parameters
in the covariance matrix V. This multivariate prior,
though, can yield negative values and therefore is
not suitable to categorical data.

6.5 Marginal distribution/model comparison

Model comparison was previously considered in Chap-
ter 5 in the single-parameter case but can be carried
out on multinomial data as well.

Suppose a model M has
n|@ ~ Multy(n, ) and 0 ~ Dirg(ay, as, ..., ay)

where n = (ny,no,...,ng) and @ = (01,05, ...,0).

Recall that the Bayes factor in favour of model M,
against model My given data @ is mq(x)/mo(x).
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For the above model the marginal distribution of n
1S

m(n)

_ / p(n]0)7(6)d0
Sk

m'm o D H@”JH@‘“J a0

- He’”*‘“f 6.
Cmlng! - ong! D(ag, a, . .. S

k j=1

Now the above integral is the normalising constant
of the Dirg(n1 + aq,no + o, . .., ng + ay) distribu-
tion, namely

D(n1+a1,n2+a2,...,nk+ak)

and so

n! D(n+ a)
nilng! -+ -ng! D(a)

m(n) =

This identity can be used for model comparison.

Similar calculations can of course be carried out for
the purpose of predictive inference (see Chapter 5;
Section 5.6) of Multinomial-Dirichlet models.
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6.6 Application: Contingency Tables

Contingency tables are a particular way of consid-
ering multinomial data in which the categories can
be laid out in a rectangular grid.

For example, it we were interested in studying whether
the probability of being left-handed depends on gen-
der, we could use a 2 x 2 grid with categories LF,
LM, RF, RM. The contingency table of the data

would be given by

Female | Male

Left-handed nf Nim,

Right-handed | n,f | nypy,

The likelihood of this multinomial data with four
categories 1s

n

infenlmem"f Qnrm
nlf!mm!nrf!nrm! Lf Tim T mrm

where 0;; > 0 is the probability of using primarily
hand ¢ and being of gender j.

Of particular interest is whether handedness depends
on gender, 1.e.

P(Left|Female) = P(Left|Male).
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Because

this is equivalent to the statement

P(Left|Female)  P(Left|Male) ()
P(Right|Female)  P(Right|Male)’

Observe that P(Left|Female) = 6;7/(6;¢ + 0, f) with
similar expressions for the others. Hence () is equiv-
alent to

Oy _ O
erf erm.

This is in turn equivalent to p = 1 where

o Hlf(grm
B erfelm.

p

The quantity p is called the odds ratio.

Assuming a Dirichlet prior distribution, the poste-
rior expectation and variance of the odds ratio may
be calculated.



Chapter 7

The case of normal data

7.1 Likelihood
Suppose that a sample x1, ..., x, has been obtained
from the observation of an IID sample Xy, ..., X,

having a normal distribution, 7.e.

Xilp, 0% ~ N(p,0%), i=1,2,...,n.

In other words, this is our model for the observed
data.

Therefore
1 1
. 2 _ e — S — 2
plailp, %) = 2Wexp{ s m}

and the likelihood is

143
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pla|, %) = [ plawil, o)

=1

o (02) 2 exp d =S (s — ) b
202 4

We now look for an alternative way of writing this,
more suited to conjugate analysis and predictive in-
ference. Note that:

i — ) +Z

(i = 2)(7 = )

1

1
+ 2
i—

(i — 2)" +n(z — p)?

Mz

1=1

We then use the bias-variance decomposition:

S (wi— P = | (= P+ Y (-3

1=1

= n[(p—z)*+ 57
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where S? is the sample variance:

1=1

which does not depend on p or o2.

Therefore

n

272[@-:7;)%52]}.

plal, o) oc (0%) " exp {

This way of writing the likelihood will prove very
useful throughout this chapter.

7.2 Case o? known, ;. unknown

When o2 is known, the usual conjugate prior for u
is normal (exercisel). Suppose then p ~ N(m,w),
SO

S| -

m(p) oc exp {— (1 — m>2}

‘)

DO | — (\)

and therefore 7(ulx) o< exp (—
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where () is given by

= —(y— +—(—
Q = —(u—m)+ S5~

L 2y, 2 — =2

= — (" —2mp+m”) + —(p° — 2ux + 77)
w %
1 n| , 1 n _

= |—+—= | —2u |—m + —x | + constant
w o2 w o2
1 2

= —(pu — my)” + constant
w1

1 n\ ! 1 n
wy=|—+—= and m; = wy —m+ =T | .
w o w o

Therefore p|ax ~ N(mq, wq).
Note that

w‘l na‘Q

]:E p— p— T
() = m w-l+no2 i w-l +no-2

is a weighted average of prior mean m and sample
mean x, with weights reflecting the strength of each
information source, 7.e. prior and data. When n —
oo we have E(u|x) — 7, i.e. the data takes over.
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7.3 Case 1 known, 0? unknown

When £ is known, the usual conjugate prior for o>

is an Inverse Gamma (IG) distribution. The pdf of
the 1G(a, d) distribution is

_(a/ 2)(d/ 2 —(d+2)/2 &

If Y has an 1G(a,d) distribution and X = 1/Y
observe that for x > 0,

(a/2) @2 1\ /2 a 1)1
T T(d/2) (‘) P <‘5'F>P

(a/2>(d/2) 2)—1 ax
T T(d)2) z eXp( )

2

Thus, X = 1/Y has a Gamma(d/2,a/2) distribu-
tion, hence the name Inverse Gamma for Y. Sim-
ilarly, if Y ~ IG(a,d) then a/Y ~ 2 so this is
sometimes called an inverse-chi squared distribution.
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The expectation of an 1G(a, d) is

E(Y) = /O Ooyp(y)dy

()

The integral just gives the normalising constant for
an 1G(a,d — 2), and thus

(a/2) T(d/2 — 1)

M) = ) (e
— d/z/i ; because I'(xz + 1) = a'(x),

that is, E(Y) =a/(d — 2) if d > 2.

If now the prior distribution for the variance, o ~

IG(a, d), then for o2 > 0,

and



7.3. CASE yy KNOWN, 0> UNKNOWN 149

(o®le) o p(alo?)m(o”)

n 1
x (%) /QGXP{_T‘QSEL}

_ a
X(O‘Q) (d+2)/2 exp {_T‘Q}
1

- 2\—(n+d+2)/2
= (0?) )/ exp{ —

(Sh+ a)}
where S7 = >7" | (; — p)*. Hence

OQ‘CBNIG(CL+SZ,CZ—|-TL).

We have just completed a conjugate analysis, with
both prior and posterior given by an Inverse Gamma
distribution.
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7.4 General case 1 and 0° unknown

When both parameters 1 and o? are unknown, a
convenient class of conjugate prior distributions is

202 | v

i, o (02) 49 e { =L+ |

for 1 € R and o > 0.

This is called the Normal Inverse Gamma (NIG) dis-
tribution, with parameters a, d, m,v. Symbolically,

(1, 0%) ~ NIG(a,d, m,v).
The pdf of NIG(a, d, m,v), for p € R and 0% > 0,

1S

o (a/2)l7?
o) = R Vo

o] [ Y

This gives us the normalising constant when needed.

<02>—(d+3)/2
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Here p and o are not independent, but we can de-
rive the conditional prior distribution uplo? (ie we
look at the distribution of u conditional on some
(fixed) value for o%) as

w(ulo?) = T 0D o o)

m(o?)
N exp{_ 1 (u—m)z}

202w
using the proportionality in g and treating o2 as
known. This clearly implies that p|o? ~ N(m,vo?).

Similarly, treating 1 as known, the prior conditional
distribution o?|u is, for o > 0,

(0| ) oc 7, 0%)ox(0?) /2

Xexp{—% E(u—m)2+a] }

From the definition of an Inverse Gamma distribu-
tion (ie recognising that the above expression looks

like the pdf of an IG distribution),

N2
02|NNIG<a+<M i ,d+1).

(V)

The prior marginal distribution of o2 is derived from
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w0 = [ atuotyin

o0

_ (a/2)4/?) (02)_(d+3)/2exp{— a }

[(d/2)v/2mv 202
00 1 . 2

></ exp{— 2(,u m) }d,uif(72>0.
oo 20 v

Now

1 L (p—m)”
- uLeER
V2mo%v =P { 202 v H

is a N(m,vo?) density and so integrates to one.

Therefore

4 /2)(@/2) .
7T(O'2> _ <F/<Z>/2> (O_Q>—(d—|—2)/2 exp {_T‘Q} .

Thus, 0% ~ 1G(a, d).

In other words, marginally, o2 follows an I1G(a, d)
distribution.

The prior marginal distribution of 1 can be evalu-
ated similarly from the equation
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() = /OOO m(p, 0%)do.

One can show that p has a Generalised ¢ distribu-
tion, with parameters d, m and av/d. The Gen-
eralised ¢ Distribution t4(m,w) is a location-scale
generalisation of the Student ¢ distribution with d
degrees of freedom. Its pdf is, for v € R,

p(x) =

1 T((d+1)/2) (x —m)2) 2
rwod T(d)2) {” } '

The Student distribution is obtained with an integer
d (it does not have to be so in the generalised form),
location m = 0 and scale w = 1.

Like the Student distribution, this distribution has
symmetry properties: the t;(m,w) distribution is
symmetric about m, the median (and unique mode)
of the distribution.

The moments of the t;(m, w) distribution are

E(X) =m if d>1,

Var(X) = dw_d2 if d> 2.
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Thus, if g ~ tg(m,av/d):

E(p) = m if d>1,

Var(u) = dCiJQ if d> 2.

7.5 Conjugate analysis in the general case

Suppose (as will be the case from now on) we use the
prior (i, 0?) ~ NIG(a,d, m,v). Since we are told
that the NIG pror is conjugate for 1 and o2, that
means that the posterior will also be of the same
family, i.e. a NIG distribution.

The posterior based on an IID sample from the N (u, 0?)
is proportional to

@) 2 exp{ = | = | (orion

% (02) "2 exp {_272[@ By 52]} (likelihood)

1
:(02>—(d+n+3)/2 exp {_T‘Q }
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where

S| -

(u—m)’+a+n[lp—2)°+5

(o70n) =2 (ene)
= | —+n|p" =20 -m-+nx
v v

9
m
+— +nT’+a+nS?

Q

)
1 9 m? 9 9
= |-+n DL—Zwm]+77+mx+a+nS
with
%m + nx
my1 — 1
v +n

Completing the square in ¢ and tidying up, we find

1
Q = (;‘I‘ﬂ) (,u—ml)2+a1
where
2 1
alzﬁ—knfz—l—a%—ny— (—+n) m?.
) v

(e.g. just a constant)

Since
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_ v
— 1
U+n

m?2 M, = =21

n— — 22nx + nr°=
_ (Y (% v
— 1

U—l_n
(z —m)?

we get

1\ !
a; = a+nS*+ (U+—) (Z —m)*.
n
We then recognise the posterior as an NIG distribu-
tion
(,u, O'2>|£B ~ NIG(CLl, dl, m, Ul>

with
| 1
di=d+n, v = (—Jrn) .
v

As the posterior joint distribution of p and o2 is
of the same form as the prior, just with different
parameters, the posterior marginal and conditional
distributions of p and o2 will have the same form
also.
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Using what we have done before:

0'2 ‘ €r ~~ IG(CLl, d1>

w|o? x ~ N(my,v0%)

B 2
0'2|,LL,{IEf\JIGr(CLl—l—(Iu ml),dl—l—l).

U1

7.6 Marginal inference about y

What can we say about u|x ie. by ignoring o
(which is unknown)?

We will need tolook at m(p|x) = [ » m(p, 0%|x) do?,
integrating o of the joint posterior distribution.

The posterior mean of p is

i.e. a weighted average of the prior mean E(u) and
the sample mean x, with weights depending on the
balance between information in the prior and infor-
mation in the data. When n — oo, E(ulx) = =



158 CHAPTER 7. THE CASE OF NORMAL DATA
and the influence of the prior disappears.

Note also that the posterior degrees of freedom d; =
d + n of p|x is the sum of the prior degrees of free-
dom, d, and the degrees of freedom in the data, n.

We saw earlier that

a
— — vE(c?).
Var(u) Vo5 = (07)
Similarly, for the posterior:
Var(p|x) = vy = v E(c*|x).
dy — 2

So the strength of our posterior knowledge about
1, and how that compares with the strength of our
prior knowledge about u, is affected by two compo-
nents. One factor is

(o) <)
v =|—+n < | - = .
v (y

Soif E(o?|z) = E(0?), our uncertainty about p will
definitely be reduced by the data and the larger n,
the bigger that reduction. As n — oo, v1 — 0 and
hence Var(u|x) — 0.

Ultimately, given enough data we will know .

But the other factor is what we learn about o2. If,
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after seeing the data, our expectation of o2 exceeds a
certain limit, it is possible that Var(u|a) > Var(u).

Thus, we could end up being less sure about . This
happens if the data are much more variable than we
expected (from prior information).

7.7 Marginal inference about ¢

Recall that o?|x ~ IG(ay, d;) with posterior mean

ap a+nS?+(v+1)7HZ —m)
di—2 d+n—2 |

We can see it as a weighted average of three things:

a d— 2
ith weight .
d_2,W1 weig pR—

Prior mean of o2

S? —1
" , with weight " .
n—1 d+n—2
(£ —m)?

1
v+n

Classical estimate:

Third component: , with weight

d+n—2

The third component arises because p and o2 are
not independent a priori. Hence Z provides some
information about o?.
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More precisely:

Z|u, 0% ~ N(p, 0 /n) and plo® ~ N(m,o%v)

= plilo?) = / p(&lj1, ) (ulo?)dp

1
= ZT|lo* ~ N (m,02 (v+—)) .
n

7.8 Predictive inference

We saw in Chapter 5, Section 5.6 that the predictive
distribution of a future independent observation y
given that we have already observed @ is

plyle) = /ae@p(y'e)”w"”) do.

We have parameters @ = (u, %), an NIG posterior
distribution 7(@|x) and y|0 ~ N(u, o?).
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Now

p(y|0) (6]x)

1 1 ( 2
X expy ——=(y —
o3 Py 752~ K

1 1
x (o) exp {_TC'Q L—l(ﬂ —my)” + CL1] }
x (o)~ IH2 exp L
202
where
2 ].
Q= (y—n) +v—1(u—m1) + a;
(- m*) 4
= —(u—m a
V¥ H
with
1 ! 1 1
vt o= <—+1) = <—+n+1)
U1 U
. L] %m +nr +y
m- = v | —m+Yy| ="
U1 =+n+1

a* = a4 (v +1)"" (y —my)

(after some algebra similar to that of Section 7.5).
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Recall (from previous page) that Q = L (u—m*)*+

a*

We can do the integration easily now:

p(y|x)

_ /H p(ul6)(Bla) do

> 1
oc/ [/ (02)" (/2 oxp {——2 } d,u] do*
0 R 20

OC/OO <O_2>—(d1+4)/2 exp (_%a*)
o2=0 20

- 1 *\ 2 2
[/M_OO exp {_21}*02('u —m”") } d,u] do

OC/OO<O_2>—(d1+3)/2
0

exp {—QL (w4 )7 (= m) + a } do?

o2

(note the change in power of o due to integration
and that we have used a* = a1 + (v; + 1) (y — my)?).
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This is the first marginal of an NIG(ay, dy, my, v +
1) distribution, and therefore

a
y\ar; ~ tdl (ml, d—l <U1 -+ 1)) :
1

see Section 7.4. This gives us the required condi-
tional distribution.

7.9 Weak prior information?

Recall that Bayesian analysis aims to synthesise the
data and prior information.

With strong prior information, the data has little
impact, so posterior /~ prior.

With weak prior information or large sample size,
the data dictates the posterior and so posterior ~
likelihood (which resembles the frequentist view).

How could we define a weak NIG prior?

Consider the posterior mean for p:

lernf % n

E(ulax) =2 —
) = T T T

So the prior mean m has weight % For v — o0,
then % — 0 and m; — 7.
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Therefore v — oo gives weak prior information for
p. In this case the posterior is NIG(aq, dy, mq, v1)
with

1
my =2, v=—, ap =a+nS% dy=d+n.
n

Independently, and for o2,

E(o’z) =~ — a+nS*+ (v+ 1)z —m)?
dy — 2 d+n—2 .

Recovering something equivalent to the unbiased es-
timate of 0%, which is n.S*/(n—1), from this expres-
sion is done by setting a = 0 and v — 0.

This yields a posterior NIG(aq, dy, m1, v1) with

1
my =2, vy =—, ap =nS* dy=d+n.
n

With this weak information on p and o2,

| y alvl _ _ 82
€r ~~ m n | T, .

In the classical setting, the MLE of ¢ is X. If centred
and divided by the empirical standard deviation, it
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is Student distributed with n — 1 d.f. This gives the
idea to set d = —1. We then get

S2
,LL’Q? ~ ty1 (Qf, ) )
n—1

so that

— X
a | ~ t,_1 (standard Student distribution).

52
n—1
Also
S2
ol ~ IG(nS* n —1), so n— | ~ Xo_i.
o

These closely resemble the corresponding frequentist
results we saw in Section 3.6:

X —p

V/S2/n
n _ X\? 2
and Z (XZ ) = (n — 1)SC ~ Xo_i
i=1

~ tn—l

o o2

where S? is the corrected variance estimator:

52 — 1 d (X - X))

n—14
1=1
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Finally, for a = 0, d = —1 and v — oo, what does
the “weak” prior distribution NIG(a,d, m,v) look
like? We have in this case

w0210 exp { = | =) +al §

x1/c?, for o > 0.
This is of course an improper prior (i.e. it does not

have a finite integral over u € R and o* > 0).

Don'’t forget, that it is fine to improper priors as
long as the posterior distribution is proper!



Chapter 8

Introduction to Markov Chain
Monte Carlo

8.1 Motivation

So far (see Chapters 5, 6 and 7) when performing
Bayesian inference, we have managed to derive ana-
lytic expressions for the density of the posterior dis-
tribution 7(f|x) having avoided the calculation of
the normalising constant w(x) = [, 7(6)p(x|d) db.
That was largely due to the choice of Convement
(conjugate) prior distributions for 6.

In this chapter we will introduce a class of com-
putational algorithms which will enable us to sam-
ple from the posterior distribution 7(0|z) without
knowing (or having to compute) the normalis-
ing constant 7(x).

By sampling from the posterior distribution we
mean the ability to generate samples from this dis-
tribution.

167
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There are many situations that the normalising con-
stant is difficult to compute e.g. the model has more
than one parameters (i.e. 6 is high-dimensional) and
the intergral is difficult to compute.

In the next section we argue why being able to sam-
ple from the posterior distribution is almost as good
as (if not better!) being able to write down the pos-
terior density analytically.

8.2 Sample-based inference

If we can draw samples from the posterior distribu-
tion 7 (f|x) then we can (pretty much) do everything
we want /need:

e Eistimate the posterior density (kernel density es-
timation, histogram);
e Fistimate moments (eg means, variances), prob-

abilities etc;

e Sample from the distribution of functions of the
parameters g(f) in a very straightforward man-
ner;

e Visualise the relationship of two or more model
parameters.
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An Example

Suppose that the length of time spent in a queue at a
supermarket, X, comes from a Gamma distribution
with the following probability density function (pdf)

«

()

fx(z|a, B) = e oexp{—pz}, «,B8>0.

For any given o and 3 the expected value, i.e the
mean of X is derived by calculating the integral

E[X]:/Xx-fx(x)dx:...z

™R

and we also know that the probability P(X < 0.5)

is given by f00'5 fx(z) dx.

For some given values of  and (3, e.g. a = 5 and
B = 3 we can compute these quantities:

e the mean is 5/3;

e P(X <0.5) = 0.01857.

Let us assume that, for some reason, we couldn’t
do any of the integrals. Is there another way to

estimate/approximate the mean and the probability
that X < 0.57
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Sampling

Suppose that, somehow, we have a way (i.e. black-
box) of simulating realizations from a Gamma dis-
tribution.

We can sample/draw N samples where NN is a large
number, e.g. 100, 000.

We plot the histogram of these N values by doing
something like this in R/Rstudio

hist(rgamma(10~5, shape = 5, rate = 3),
main="Samples from Gamma(5,3)",
xlab=expression(x),col=2, prob=TRUE)

Samples from Gamma(5,3)

0.5

0.4

Density
0.3

0.2

0.1

0.0
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Having got the N samples/realisations from the Gamma
distribution we can do many things:

e “approximate” (or “estimate”) the mean F|X]
by the sample mean, i.e.

e and the probability P(X < 0.5) by the propor-
tion of the values in the sample which are less
than 0.5, i.e.

N

— 1

P(X <05) = > 1w < 0.5)
1=1

Of course, these “approximations” are getting better
and better as N —> oo.

Exercise: run the R code/line above and see how
close your estimates are to the true values. Consider

different values of N, e.g. N = 100 or N = 10°.

Recall that the histogram is an estimate of the (true)
probability density function of the Gamma distribu-
tion:
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Samples from Gamma(5,3)

0.5

Density
0.3 0.4

0.2

0.1

0.0

We see that the histogram matches very well the
true pdf (shown in blue).

Remark In the particular case above of the Gamma
distribution we used the built-in command rgamma
to sample from it.

The same applies for other well-known distributions,
e.g. rnorm for the Normal distribution, rexp for the
Exponential, runif for the Uniform etc.

In other words, someone, somewhere has written al-
gorithms that allow us to draw independent samples
from these distributions.

In the rest of this chapter we will introduce some
general algorithms which, in principle, allow us to
draw samples from any distribution.
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8.3 Markov Chain Monte Carlo

We now start looking at a (class of ) method(s) known
as Markov Chain Monte Carlo, or more commonly

as MCMC.

MCMC methods provide a way of simulating ran-
dom variables from a distribution (which we often
call the target distribution), whose probability den-
sity function need only be known up to a normalising
constant.

The first MCMC algorithm was due to Metropolis
(1953).

Although MCMC was unused by the statistics com-
munity the early 90s, since then, the methods have
been used extensively and revolutionised Bayesian
statistics.

Note that the target distribution can be can be (and
in most real-life application is) high-dimensional.

Idea: The idea is to construct a Markov chain
which has stationary distribution the target distri-
bution. Then, we simulate this chain, and if run
long enough, the chain forgets its starting point and
the values in the chain are (approximately) from the
target distribution.
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The Markov chains in MCMC are discrete-time, but
the state space can be discrete, continuous or both.

Fortunately, it is lot easier to implement than it
sounds above!

8.3.1 Basic facts about Markov Chains

We first review some key facts about Markov chains
which will be helpful /important when we talk about
MCMC.

Definition: A sequence X1, Xo, ... of random vari-
ables taking values in a state-space S is a Markov
chain if
P(XH_l = A|X1 =T1,...,X; = th> =
P(Xprl c A‘Xt = Zl?t>
for all A C S for which P(A) is defined.

Definition: The transition kernel Q(-,-) defines
the dynamics of the chain:

Q(ﬂfay) = th+1|Xt<y|x)a
ie. Q(x,y) is the conditional pdf of a point y if
the chain is currently at « (the likelihood of moving
to y given that the current state is x). We assume
time-homogeneity, so () does not depend on .

() is the equivalent of a transition probability matrix
for discrete-state-space Markov chains.
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Defintion: A distribution 7 is a stationary dis-
tribution of a chain with transition kernel ) if

T =m0
which means 7(y) = /W(:U)Q(:U,y)dx for all y.

For a discrete state space this is m;, = Zj Tidji,
where

¢;i = P| X1 = 1| Xy = 7).

There are many other properties that Markov Chain
may have, such as being aperiodic, irreducible etc.
However, for the purposes of this chapter the key
thing to keep in mind is the transition kernel of the
Markov Chain. The latter determines how the chain

evolves in time.

There is quite a lot of theory behind the validity
and the properties of Markov Chain Monte Carlo
and this is out of the scope of this chapter/module.

The Level 4 module “Computational Statistics” is
concerned with the computational methods in statis-
tics and MCMC algorithms are explored there in
more detail.
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8.3.2 Metropolis-Hastings

We will now present one of the most commonly used
MCMC algorithm: Metropoils-Hastings.

Suppose we wish to simulate from a (possibly mul-
tivariate) distribution with probability density func-
tion m(x).

To put it in some context, we can think of 7(x) to
be the posterior density of interest in a Bayesian
inference problem. In other words, when concerned
with Bayesian inference we are interested in drawing
samples from the posterior distribution.

We need to find a transition kernel Q(x, y) such that

e Simulation of a Markov chain { X7, X, ...} with
transition kernel () is straightforward.

e The stationary distribution of the Markov chain
is m(x).

The Metropolis-Hastings (M-H) algorithm tells us
how to build transition kernels such that the Markov
chain converges to the distribution 7(x).
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Metropolis-Hastings Algorithm
1. Choose a starting location Xy = xy.

2. Suppose at time ¢, we have X; = x.

Propose (sample) a candidate value y from pro-
posal distribution q(z,y) = q(y|x).

3. Calculate the ‘Metropolis-Hastings acceptance
probability” a(z, y) given by

m(y)a(y, x))

m(z)q(z,y)

a(x,y) = min (1,

4. Accept the move with probability a(x, ). If the
move is rejected, stay at x.

That is, we set

v Y with probability a(z, y)
T Y2 with probability 1 — «a(x, y)

Recall that Step 4 can be achieved by

1. Simulating u ~ U(0, 1), and

2. accepting the move if u < a(z,y).
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One can show show that the chain produced by
the M-H algorithm does have stationary distribution
7(x) as claimed. Note that the proof is omitted and
not examinable.

Remarks

e The algorithm works for any arbitrary choice for
q(x,y), so we can be inventive with our choices.

e [t is only necessary to know 7(x) up to propor-
tionality as any unknown normalising constant
is cancelled in the numerator and denominator
of the acceptance probability. We demonstrate
this in the following example.

Sampling from a Gamma distribution

Before we start looking at how to sample from pos-
terior distributions, let us assume that we want to
drop samples from a Gamma(c, 3) distribution with
probability density function:

60&

()

Note that the above expression says that w(z) = 0
for any x < 0.

m(x) = fx(z) = " texp{—Bz}, x>0.
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Of course, we can sample directly from a Gamma
distribution in R using the rgamma function (see be-
ginning of this chapter)!

However, for the purposes of illustration we will pre-
tend that we don’t have access to rgamma.

To implement the M-H algorithm we need a proposal
density. Consider a simple proposal distribution of

the form
q(x,y) ~ N(x,0°)

ey~ N(x,o0°).

In other words if the current value of the chain is x,
we simulate y from a N(z, 0%) distribution.

Then

a(x,y) = min (1,

e (1 Yy exp{—ﬁy})

"2 exp{—fz}
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Notes:

1. The normalising constants % have cancelled
because the appear both in the numerator and

denominator.

2. We have used the fact that ¢(z,y) is symmetric
in  and y, where q(y, ) = q(z|y), the N(y, o?)
distribution evaluated at x:

alyle) = — exp{— 1 (y—fv>2}

o\ 2T Tf?

e .

o\ 21 20°

3. It is important to appreciate that ¢ was our
choice, and we have to choose the value of o2.

4. In principle we can choose any value of o we like,
in the sense if we let the Markov Chain run long
enough, then it will reach equilibrium and we
will sample from the stationary distribution.

In practice though, if 02 is too small then we will
be making very small jumps (ie accepting too
often). On other hand if we choose a large value
for o then we will be making too big jumps (i.e.
rejecting too often).
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In the case where q(y|z) ~ N(z,0?) the algo-
rithm is called/known as Gaussian Random
Walk and is on the most commonly used M-H
algorithms due to its simplicity.

5. By g being any distribution we like, we a lot of
freedom.

However, we need to be careful that our choice
of ¢ is a good one — i.e. that the chain mixes
well, meaning it quickly forgets its starting point
and converges to the stationary distribution, and
explores the support of the target distribution
efficiently.

See the R Markdown document on Moodle for an
implementation of the above algorithm in R where
we discuss some details (e.g the effect of o) and il-
lustrate how the algorithm works in practice.

8.3.3 Gibbs Sampler

The Gibbs sampler was invented by Geman and Ge-
man in 1984 and has revolutionised Bayesian statis-
tics.

[t is sometimes used to introduce the idea of MCMC,
before moving on to look at Metropolis-Hastings up-
dates.
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However, the Gibbs sampler can be viewed natu-
rally as a special case of the Metropolis-Hastings
algorithm, which uses a proposal distribution which
makes the Metropolis-Hastings acceptance probabil-
ity equal to one — i.e., we always accept the pro-
posed moves.

Basic idea

The basic idea is that to sample from 7(x), where @
is multidimensional (of dimension d say), we sample
from 7(x;|x_;) in turn for each ¢, where

T ;= (T1,...,Ti1,%i11,Tq)

is & with the " element removed.

These conditional distributions are known as the
full-conditional distributions.

How to find full conditionals?

Fortunately, it is often possible to calculate the full
conditionals, even when the overall distribution is
intractable.

The full conditional distribution of x; describes the
behaviour of x; conditional on values of all the other
variables. I.e, it describes the local characteristics of
the full distribution in the direction of x;, given the
other variables.
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Consider the conditional density of x; given all the
other elements of &. We have

x = (r1,T9,...,2q)
T = (L1, Ti1,Tisl, -, Tq)
r(zlr) = m(x;, x_;) _ m(x) _ m(x)
m(x_;) m(x_;) [ w(x)d,
x m(x).

That is, the conditional distribution is proportional
to the full joint distribution, 7(x), viewed as a func-
tion of x; alone.

Often, we can recognise the conditional distribution
immediately in this way:.

The distributions 7(z;|x;y), ¢ = 1,...,d are called
the full conditionals of m(x).

One can show that the Gibbs sampler is a special
type of Metropolis-Hastings algorithm.

The Gibbs Sampler works by sampling from each
of the full conditionals in turn (provided they are
known and can be sampled from). The full algo-
rithm is as follows:
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The Gibbs Sampler

1. Start with an initial vector (%

)

T
2. Given ™ = (aﬁgm), e ,Zlfém)) )

we generate !t as follows:
e (Generate x(lmH) by sampling from
(x| :Cgm), :Izém), L ,x(gm));
e (Generate a:émﬂ) by sampling from
m(xs | azﬁ”””, CUém), a:flm), o ,azém));
e (Generate Cl?éerl) by sampling from
7T<£E3|£U§m+1), $ém+1), :lzflm), . ,:Uém));
e GGenerate ajgmﬂ) by sampling from
m(xq | azﬁ”””, :Uémﬂ), L ,xéwf;rl));
3. We now have
g+l (ajngrl)7 xém—I—l)’ o wémﬂ))T

4. Set m <— m + 1 and return to step 2.
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Under general conditions the distribution of (M)
tends to m(x).

Gibbs sampler: An Example
Consider generating a sample from the joint density

@3 exp{—(1 + 5¢)0* + 400¢ — 819}, ifO € R, ¢ € RT,

0, otherwise.

(0, ) x {

We need to sample in turn from the two full condi-
tionals,

Conditional distribution of 0|¢

As a function of 8 alone we have

m(0]¢) o< exp{—(1+ 5¢)0* + 4006} .

We observe that it looks like we can manipulate the
above expression by completing the square which
gives:

m(0|¢p) x exp {—(1 + 5¢) ((9 — 1T<§¢> } .

N2
Compare this with exp {—@2—2#)}, the form of
o

the pdf of a N(u,o?) distribution.
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20¢) , 1

T 1456 2(1+59)
| 20¢ |
LeewwN(uﬁwﬂuﬁ@)

So given ¢, the tull conditional distribution of 8 is
a Normal with mean

(4

206
1+ 56

and variance !

2(1450¢)

Conditional Distribution of ¢|d

Similarly, as a function of ¢ we have

m($]0) oc ¢ exp{—p(50° — 400 + 81)}, ¢ > 0.

Compare this with the pdf of a Gamma (a, ), dis-
tribution which is proportional to

% exp{—pBax}.
Thus,
a=4 B=>56%—1400+81

ie. ¢ |0 ~ Gamma (4,50% — 400 + 81).
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Since the two full conditionals are 6 | @ ~ Normal,
¢ | @ ~ Gamma, they can both be easily simulated
from.

The algorithm proceeds as follows:

1. Initialise ¢ at ¢V

2. Generate Y by sampling from a

N 201" 1 |
145007 2(1 + 5¢0) ] 7

3. Generate ¢\M by sampling from a

2
Gamma (4, 5 (9“)) — 400" + 81> ;

4. Generate 02 by sampling from a

N 201" 1 |
14 5¢0)72(1 4+ 5¢0)) )7

5. Generate ¢ by sampling from a

2
Gamma (4, 5 (9<2>) — 406 + 81> ;
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6. and so on.

Gibbs sampler: Another example

Let 61 and 6, have bivariate density
£(01,05) oc exp{—07 — 03 + 0.60,0, — 0.30705}

where —oo < 01, 6 < 0.
Then the full conditional distribution of 6y is

9(91‘(92> X exp{—@% + 0.660,05 — OB@%@%)
so that

g(61]09) oc exp{—6;(1 + 0.303) + 201(0.36,)}.

Compare this with pdf of X ~ N(u,o0?) which is
proportional to

o (L)
exps ——— +2x | —= ) ¢.
P 202 202
Hence we deduce that 61|60, has a normal distribu-
tion with mean and variance given by

0.305
1+ 0.363
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and
1

2(1 4 0.365)

respectively, so

0.3, 1
01105 ~ N .
116 (1+o.39§’2(1+0.39§))

Similarly the full conditional distribution of 65 is

h<92|(91> X exp{—&% + 0.66010, — 039%9%}

so that

h(02|(91> X exp{—&%(l + OB@%) -+ 292(0391)}

Hence we deduce that

0.36, 1
0,0, ~ N .
2[6 (1+o.39§’2(1+0.39§))

Exercise: Implement in R a Gibbs sampler to sam-
ple from the above distribution.
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8.4 MCMC for Bayesian Inference

So far we implemented MCMC algorithms to sample
from some (generic) distributions which were not
related with a Bayesian inference problem.

In this section we will implement MCMC algorithms
to draw samples from posterior distributions.

8.4.1 Normal data; Cauchy prior for the mean

Suppose that Xi,..., X, are IID from a Normal
distribution with mean 6 and variance 1.

We saw in Chapter 7 that if we assume a Normal
distribution as a (conjugate) prior for 8, then we end
up with a Normal distribution for the posterior, from
which he can sample directly (e.g. using rnorm).

Prior Suppose that we assign a Cauchy distribution
as a prior distribution for 6, i.e.
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Likelihood The likelihood function is given by

(@) = [Iv@%@@{—é@%—eﬂ}

n
X exp {—5(9 - 52)2}
Posterior density The posterior density (up to

proportionality) is also given as follows:

n

WWW>“@@{_§w_xy}x1j92

The above expression does not look like the pdf of
any well-known distribution (e.g. Normal).

Hence, we will use the Metrpolis-Hastings algorithm
to draw samples from the posterior distribution.

1. Choose an initial value for 6, say 6.

2. Suppose at time ¢, we have the current value of
the chain 0, = 0.,.
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Propose (sample) a candidate value 0.,y from a
Normal distribution with mean 6., and variance
o2, that is

ecan ~ N(ecura J2>

3. Accept .., with probability acceptance proba-
bility” a(Ocur, Ocan) given by

(X(ecub ecan> — min <17 T‘-(ecan‘w)>

T(Ocur| )

If the move is rejected, stay at Gy,

That is, we set
_ 0. Ocan  With probability a(@eur, Ocan)
IR Ocor  with probability 1 — a(Ocuyr, Ocan)

where m(f]x) o exp {—2(0 — 7)*} X Tlaﬁ.

Have a look at the accompanied R markdown docu-
ment where the above algorithm is implemented.

8.4.2 Gibbs Sampler for the Normal Model

In Chapter 7 we had to employ several algebraic
tricks to derive analytically the marginal posterior
distribution of the parameters p and o

We now demonstrated how to sample from the joint
posterior distribution of 1 and o2 using a Gibbs sam-
pler.
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We saw in Section 7.6.

i) o* & ~ N(mi,vio?)

B 2
02|,1L,113NIG(CL1—|—(M ml),dl—l—l).
U1

where @ is the observed data assuming that they
come from a N (p, 0?).

Given that both full conditional distributions are
well known distribution, i.e. we know how to sam-
ple them directly, It is then straightforward to im-
plement a Gibbs sampler to sample from the joint
posterior distribution.

1. Initialise o2 at 02(0)

2. Generate u'!) by sampling from a

N(ml, 1110'2(0))

3. Generate o2 by sampling from a

(1) _ 2
IG <a1 + <Iu ml) cdy + 1)

U1

4. Generate ©? by sampling from a

N(my, v102(1))
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5. Generate o2 by sampling from a

2) _ 2
IG (al -+ (1 i) ,dy + 1)

U1

6. and so on.

Recall that (from Chapter 7).

di =d—+n,
1 —1
V1 = (—+n)
v
2
m 1
a; = — +nz* +a+nS* — <—+n> my
(Y (Y
%ernf
my = 1
5"—71.

Have a look at the accompanied R markdown docu-
ment where the above algorithm is implemented.

8.5 Remarks

MCMC methods made Bayesian inference possible
in complex models and are widely used.

As mentioned in the beginning of this chapter, the
motivation was to present a way of performing Bayesian
inference when one cannot derive analytically the
density of the posterior distribution .
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We presented two widely used algorithms: the M-H
and the Gibbs sampler. There are tons of variations
of the two samplers that we discussed in this chapter
and we have only scratched the surface.

Please note that there is a lot of theory behind
MCMC (why it works etc) but that was not within
the scope of this module and has been omitted.

it is important to be aware of, as well as there be-
ing several implementation issues, some of which are
discussed in the R Markdown documents.

Finally, please remember that MCMC is not a black-
box and it is important to be aware of several im-
plementation issues, some of which are discussed in
the R Markdown documents as well as those below:

Final remarks

1. We no longer have independent draws from the
distribution of interest, as successive observa-
tions are correlated.

2. Before reporting summaries/histograms from the
sampled distribution, we need to ensure that the
chain has converged (i.e. we really are sampling
from the stationary distribution of the Markov
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chain).
For the purposes of this module this has been
done visually (ie by looking at the trace plots).

However, there are some tests that one can per-
form to check for convergence.

3. Poor proposal densities lead to poor mixing (ex-
ploration of the sample space).

— THE END —



